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ABSTRACT This paper addresses the challenge of delivering low-latency, scalable immersive experiences
by exploiting a hybrid continuum of cloud, edge, and In-Network Computing (INC) resources. Indeed,
delivering low-latency, scalable immersive experiences requires the transfer of a large amount of digital
assets of different sizes, many of them consisting of large, static scene elements corresponding to service-
specific and user-specific components. We argue in this paper that such elements could be separated
within an in-network rendering farm while dynamically caching popular assets and synchronizing rapidly
changing, user-centric data at INC, Edge or Cloud nodes. Still all theses need to be orchestrated efficiently.
To efficiently orchestrate these heterogeneous resources, we formulate in this paper a multi-objective
optimization problem—maximizing resource efficiency, minimizing end-to-end latency, and maximizing
user request acceptance. This optimization problem is then solved via a deep reinforcement learning (DRL)
framework that adaptively assigns functions across all layers in real time. The purpose of our proposed
popularity-based replication and pre-caching is to further reduce latency for the most frequently accessed
assets, while we offload lightweight rendering operations directly onto programmable switches to cut down
on round-trip delays. Extensive simulations, benchmarked against multiple baselines, demonstrate that our
approach consistently maintains sub-20ms end-to-end delays and achieves superior resource utilization effi-
ciency under dynamic workloads. These results validate the potential of integrating INC into the Compute
Continuum and use a DRL-driven orchestration, both together allowing to meet the stringent Quality of
Service (QoS) and Quality of Experience (QoE) requirements of next-generation immersive applications.

INDEX TERMS In network computing, immersive application, rendering farm, DRL-based resource
optimization, programmable network, virtual network functions.

I. INTRODUCTION

MMERSIVE technologies, including virtual reality (VR),

augmented reality (AR), and the metaverse, are trans-
forming human—computer interaction by integrating physical
and digital environments, enabling applications such as
interactive gaming, immersive education, and real-time
social communication [1]. Effective immersive experi-
ences require ultra-low end-to-end latency, typically below
20 milliseconds [2], for precise head tracking, respon-
sive gesture recognition, and smooth manipulation of 3D
content [3].

Why meeting the 20 ms budget is hard? An immersive
session triggers a tight loop: (i) multi-modal sensing on the
headset, (ii) network transfer of user inputs, (iii) compute-
intensive tasks like 3D rendering, and video encoding—on
remote infrastructure, and (iv) return of decoded frames
for display. Any imbalance across computing, caching, and
communication (3C) resources jeopardises the end-to-end
target [4], [5]. In addition to meeting ultra-low latency
requirements, immersive systems must scale seamlessly
under dynamic user demand, fluctuating asset popular-
ity, and evolving scene complexity—challenges that place
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intense pressure on orchestration systems and resource pro-
visioning across cloud, edge, and in-network layers. The
challenge deepens once we account for the heterogeneous
digital assets (DAs) building blocks of immersive environ-
ments that we classify into service-specific and user-specific
categories. Large, service-specific assets such as static envi-
ronments and Al-driven non-player characters demand high
throughput but are rarely updated, whereas small, user-
specific assets like avatars, and personalised objects change
frequently and must be synchronised in near real-time [6].
These conflicting characteristics of DAs make it significantly
more challenging to decide where—and how often—to place
and replicate them, together with their associated service
functions, across an INC-enabled cloud-edge continuum.

Furthermore, the rendering function itself is commonly
executed in large-scale rendering farms provisioned by pub-
lic clouds [7]. While these farms deliver virtually unbounded
computational power, they introduce two additional draw-
backs. Cloud rendering farms impose substantial monetary
and energy costs per frame and, because their data centres
are often hundreds of kilometres away, add propagation
delays that consume the stringent 20 ms motion-to-photon
budget [7]. Existing literature [8], [9], [10], [11] largely
overlooks alternative deployment substrates that can host the
rendering function at lower latency and energy footprints,
and it rarely considers the heterogeneous nature of digital
assets when scheduling rendering tasks. We bridge this gap
through a two—fold solution.

(i) In-network rendering farm: We relocate the ren-
dering farm to a latency-optimized In-Network Computing
(INC) substrate composed of programmable P4 switches.
These switches are already part of the existing infras-
tructure and ensure the interconnection of clouds, edge
networks, and end-users. We of course assume that some
of them are P4-enabled. These P4 enabled switches
are capable of executing real-time video transcoding and
other lightweight rendering tasks directly within the for-
warding path, effectively offloading computation from
centralized cloud servers. This shift significantly lowers
both propagation delays and backbone traffic, enhancing the
responsiveness and scalability of rendering workflows [5],
[12], [13], [14].

(ii) Asset-aware replication: Exploiting asset hetero-
geneity, we invoke the rendering farm only once for large,
service-specific digital assets; the resulting DAs are then
strategically replicated and cached along the delivery path
to end users. Subsequent requests are therefore reduced to a
simple data retrieval, lowering compute demand and energy
use while shrinking end-to-end latency from full processing
time to mere communication delay. This approach meets
the tight latency budgets of immersive applications with far
fewer resources.

A. CONTRIBUTIONS
Considering the aforementioned challenges in optimizing
resources to improve immersive user experiences, this
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research paper proposes a comprehensive set of resource
optimization strategies. Our key contributions are:

o Digital Asset Separation: We leverage the separation
of service-specific and user-specific digital assets to
optimize resource allocation in immersive applications.

e In-Network Computing Rendering Farm: Building
on our digital asset separation, we propose a In-network
rendering farm to handle service-specific digital assets,
reducing both computational overhead on cloud/edge
layers and overall E2E latency.

o Popularity-Based Replication and Pre-Caching:
We devise a popularity-based caching approach that
replicates and pre-caches frequently accessed service-
specific assets, further minimising latency and improv-
ing scalability.

e Deep Reinforcement Learning Framework: We
develop a DRL solution tailored to immersive appli-
cation needs by encoding E2E latency and resource
utilization trade-offs into a multi-objective reward
function. Our environment models digital asset char-
acteristics, placement actions, and latency outcomes,
enabling online decision-making. We evaluate several
DRL architectures (PPO, APPO, and IMPALA) and
benchmark them against different baselines.

The remainder of this paper is structured as follows.
Section II reviews related work in cloud, edge, and INC,
identifying current limitations and open research challenges.
The workflow of our proposed framework is presented
in section III. Section IV presents the system model and
formulates a mixed-integer optimization problem that cap-
tures the interplay among computation, communication, and
caching across the INC-enabled Edge-Cloud continuum.
Section V introduces the proposed DRL framework, detail-
ing the environment design, reward function, and training
methodology. Section VI outlines the experimental setup and
provides a comprehensive evaluation of system performance
in comparison with several baseline approaches. Section VII
concludes the paper, summarizes the key contributions, and
discusses remaining challenges and explores directions for
future research.

Il. RELATED WORK

Several studies have investigated the placement optimization
of 3C resources, either individually or collectively, in the
context of immersive applications. The existing literature
is categorized into four main areas: computing resource
optimization, caching and pre-caching strategies, commu-
nication optimization, and joint 3C resource optimization.
This section concludes by identifying research gaps and
positioning the proposed work within this broader context.

A. COMPUTING FOR IMMERSIVE APPLICATIONS

Delivering high-quality VR/AR experiences requires meet-
ing the strict 20 ms motion-to-photon latency while
supporting large-scale 3D rendering, Al inference, and
real-time asset management. Prior work explores three
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main architectural strategies: cloud-centric, edge-assisted
and hybrid, each with trade-offs in terms of scalability,
responsiveness, and resource efficiency. Cai et al. [15]
propose a unified platform integrating cloud, edge, and
base-station resources through a centralized placement and
routing optimizer. While their integer-programming model
reduces cost and delay, cloud-based rendering leaves fron-
thaul links susceptible to congestion. Liu et al. [16] reduce
GPU load by predicting user viewports and reusing pre-
rendered tiles, achieving up to 38% reduction in redundant
computation, though their reliance on Mobile Edge Com-
puting (MEC) or cloud infrastructure remains sensitive to
sudden head movements.

To reduce latency, Cai et al. [17] shift digital-twin ren-
dering to the edge and apply a DRL agent to allocate scene
segments across edge nodes. However, complex scenes
can still overwhelm edge GPUs, causing delays beyond
50 ms. Santos et al. [18] introduce a microservice-based
orchestration framework that extends cloud capabilities to
fog and edge nodes using containerized service function
chaining. The proposed solution improved elasticity, though
static service graphs hinder runtime adaptability.

Chu et al. propose MetaSlicing [19], which uses a DRL-
based admission controller to assign tasks to cloud, edge,
or base-station tiers based on delay sensitivity. However,
fixed placement during decision windows limits flexibility.
Feng et al. [20] target vehicular AR, applying binary search,
bisection, and Lagrangian duality to optimize energy and
data utility, achieving 24% energy savings over edge-only
baselines. However, their mobility model limits applicability
to indoor or social VR.

Recent work has increasingly turned to DRL to han-
dle the complexity of resource optimization. For example,
[21] introduces a multi-agent DRL framework for meta-
verse applications, focusing on uplink computation and
downlink power allocation, while [22] applies continual
reinforcement learning to adapt computing and bandwidth
allocations to real-time user attention variations. However,
these approaches typically address isolated resource types
and do not include joint caching strategies.

Beyond architectural layering, recent work examines ren-
dering pipeline distribution. Traditional cloud render farms
such as RenderMan from Pixar and AWS Thinkbox [8], [9],
[10] offer acceleration but incur latencies of 80-200 ms [11],
unsuitable for real-time use.

Most Edge and client-side methods focus on latency
reductions. Liu et al. [23] perform pixel-wise rendering
on mobile devices to save bandwidth. For multi-user VR,
Chen et al. [24] distribute rendering between edge base sta-
tions and HMDs, offloading intensive tasks while retaining
post-processing locally.

Hybrid approaches further optimize rendering splits.
Kato et al. [25] offload photorealistic rendering to the cloud
while handling transparency effects locally. Liu et al. [6]
pipeline stereoscopic rendering for more efficient streaming.
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Zhang et al. [26] assign background tasks to MEC and
foreground tasks to HMDs, improving concurrency and
bandwidth usage.

Despite these advancements, most systems focus on
isolated pipeline stages or rely heavily on edge servers,
limiting scalability under multi-user load. To address these
challenges, we propose an in-network rendering farm
utilizing programmable data-plane devices such as Smart-
NICs and P4 switches to execute lightweight rendering
operations (e.g., shading, culling, compositing) within the
network fabric. A DRL-based scheduler dynamically allo-
cates remaining workloads across cloud and edge resources.
This design reduces round-trip delay, alleviates fronthaul
congestion, and ensures real-time interactivity even under
heavy load.

B. COMMUNICATION OPTIMIZATION FOR IMMERSIVE
APPLICATIONS

Communication efficiency is critical for immersive expe-
riences, particularly in multi-user scenarios, to maintain
real-time responsiveness. Prior research focuses on latency
reduction, bandwidth optimization, and wireless network
strategies.

Han et al. [27] propose UAV-assisted data collection for
metaverse services using incentive-driven associations with
virtual providers. While enhancing coverage, their design
does not optimize communication for latency-sensitive ren-
dering. Chu et al. [19] apply DRL to network slicing for
metaverse applications, improving wireless resource alloca-
tion but neglecting in-transit rendering or caching.

Bandwidth-oriented studies include Huang et al. [28],
who introduce a 3C framework to allocate bandwidth across
mobile AR zones. However, it lacks integration with in-
network computing. Dang et al. [29] optimize transmission
and caching in Fog Radio Access Network to balance load,
but without wired communication enhancements or compute
offloading in transit.

Yu et al. [30] propose a hybrid reinforcement learning
strategy combining proximal policy optimization (PPO) for
optimizing latency and reliability in wireless metaverse
environments. However, their approach addresses com-
munication and offloading without incorporating caching
strategies, limiting its comprehensiveness.

Our work enhances communication efficiency by leverag-
ing in-network compute to reduce redundant transmissions
and enable data preprocessing. This reduces reliance on both
fronthaul and wireless links, supporting more scalable and
responsive immersive environments.

C. CACHING AND PRE-CACHING STRATEGIES FOR
IMMERSIVE APPLICATIONS

While compute offloading and rendering optimization
reduce latency and device load, effective caching is
essential for bandwidth management and seamless asset
delivery. Immersive systems present unique challenges
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due to the need to support both service-specific assets
(e.g., shared scene geometry, textures) and user-specific
assets (e.g., avatars, personalized views).

Wan et al. [31] use distributed edge caching and tile
transcoding for 360° video to reduce backhaul load.
Zeng et al. [32] extend this with a multi-agent DRL sys-
tem that dynamically adjusts bitrate and cache placement
based on viewport changes. However, both focus on pre-
rendered content and lack generalization to interactive 3D
environments.

In mobile AR, Fan et al. [33] introduce trajectory- and
orientation-aware cooperative caching at the MEC layer.
Zhang [34] proposes a multi-user AR caching and replica-
tion system that offloads and replicates shared AR content
across edge servers, ensuring inter-user consistency while
reducing per-user network load. These strategies do not
distinguish asset types or adapt replication based on dynamic
demand.

Digital-twin caching efforts by Yao et al. [35] and
Chen et al. [36] improve task offloading and cache balancing
but target control-plane data rather than immersive assets.
Mao et al. [37] use federated Reinforcement Learning for
vehicular metaverse sensor data caching, which is not appli-
cable to graphical asset reuse.

Most existing methods overlook two aspects: distinguish-
ing between asset types and dynamically pre-caching based
on popularity. To address these limitations, we introduce
a popularity-driven pre-caching mechanism that replicates
frequently requested service-specific assets across edge
and in-network layers while retrieving user-specific con-
tent just-in-time. Integrated with our in-network rendering,
this design reduces redundant data transmission, conserves
upstream bandwidth during peak load, and maintains sub-
20 ms asset fetch latency under multi-user conditions.

D. JOINT 3C RESOURCE OPTIMIZATION FOR
IMMERSIVE APPLICATIONS

Some recent efforts aim to jointly optimize computing,
caching, and communication, but typically fall short in
incorporating in-network capabilities crucial for immersive
systems. Sun et al. [38] present a 3C optimization model
for MEC-based VR streaming but rely heavily on cloud
for rendering, leading to latency issues. Dang et al. [29]
use Lagrangian duality to coordinate transmission, caching,
and energy, yet fail to address real-time rendering and user-
specific content.

Huang et al. [28] offer adaptive 3C allocation based
on mobility and demand but lack support for distributed
in-network rendering, resulting in transmission overhead.
Liu et al. [16] integrate tile caching within a 3C framework,
though limited to MEC infrastructures and not generalizable
to programmable network environments.

Kim et al. [39] formulate dynamic radio and com-
puting resource allocation as an MarkovDesicion Process
(MDP) and apply Deep Q-network (DQN) to optimize
throughput and latency under changing network conditions.
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Although effective, their solution omits caching strategies
and service-specific digital assets. Zhang et al. [40] propose
an auction-based allocation mechanism ensuring truthful
resource reporting among virtual service providers and IoT
devices but lack adaptability for dynamic workloads.

Table 1 presents a comparison of the discussed related
work on resource allocation for metaverse applications
in INC-enabled cloud-edge continuum. Based on this
comparison, we can highlight several research gaps: con-
tinued dependence on cloud resources raises latency;
edge-based solutions struggle with compute-intensive work-
loads; caching methods ignore asset heterogeneity; and
communication optimization rarely includes in-network
acceleration.

In response, we introduce a comprehensive 3C opti-
mization framework that integrates in-network computing
to offload service-specific rendering tasks to programmable
data-plane devices. Our approach incorporates a popularity-
aware caching mechanism for replicating high-demand
assets across edge and in-network layers, while enabling
just-in-time retrieval of user-specific content. A DRL-based
scheduler coordinates resource allocation across cloud,
edge, and in-network nodes. Our framework employs a
single-agent DRL model that efficiently learns optimal
allocation policies across heterogeneous resources. This
integrated design improves scalability, reduces latency, miti-
gates fronthaul congestion, and supports real-time immersive
interactions under dynamic multi-user conditions.

lll. FRAMEWORK WORKFLOW

We consider a 3C resource allocation framework in which
service requests encapsulate both user-specific and service-
specific DAs. These assets undergo a series of processing
steps during the transmission of each Field of View (FoV).
Each user request within immersive environments is ful-
filled through two Service Function Chain (SFC), a defined
sequence of critical tasks including decoding, rendering, and
encoding.

As illustrated in Figure 1, upon receiving an immer-
sive service request (Step 1), the service provider assesses
whether to accept or reject the request and delegates
resource allocation responsibilities to the Resource Allo-
cation Manager (Step 2). Subsequently, the Resource
Allocation Manager creates an associated SFC instances
designed to handle the processing of both user-specific
and service-specific DAs (Step 3). Resources spanning
from cloud infrastructures to edge nodes, as well as INC-
enabled devices, are considered in the SFC mapping process.
Notably, INC infrastructure is specifically leveraged for
rendering farms.

The allocation of resources is dependent on the type
of DA and the frequency of service requests. First-time
requests requires two sequential SFC processing (Step 3),
which typically addresses user-specific DAs, that require
frequent updating due to dynamic user interactions, while
INC-based rendering farms are triggered upon the n'
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TABLE 1. Related Work Comparison

Ref. App. type Resource Allocation Environment Optimization Goals Solution Method
Comp. | Com. | Caching | Cloud | Edge | INC

[15] Metaverse v v v v v Delay, Cost Lyapunov drift opt.

[16] Metaverse VR v v v v v QoE RL

[17] Digital Twins v v v v Delay, Content equality DRL

[18] Holographic Media v v v v Delay, Cost MILP optimization

[19] Metaverse v v v v Revenue DRL

[20] Vehicular AR v v v v Energy, Data utility Lagrangian dual opt.

[21] Metaverse XR v v v Delay Multi-agent DRL

[22] VR streaming v v v QoE DRL

[23] VR streaming v v v Delay, Energy, Bandwidth Genetic algorithm

[24] Multi-user VR v v v Delay Heuristic algorithm

[26] Multi-user VR v v Delay, Cost Model predictive control

[27] Metaverse v v Data quality, Energy Evolutionary game

[28] Mobile AR v v v v v Delay, User quality, Energy | Optimal solution

[29] Mobile VR v v v v v Delay Lagrangian dual opt.

[30] Metaverse XR v v v Delay, Energy Multi-agent DRL

[31] VR streaming v v v Delay, Cost Heuristic

[32] VR streaming v v v QoE Multi-agent DRL

[33] Mobile AR v v Delay, Response Fairness Genetic algorithm

[35] Digital Twins v v v v QoE Multi-agent DRL

[36] Digital Twins v v v Task completion Greedy heuristic

[37] Vehicular Metaverse v v v Delay Multi-agent DRL

[38] Mobile VR v v v Bandwidth Greedy heuristic

Our Immersive application v v v Delay, Resource Efficiency, DRL

Proposal Request Acceptance

User specific Digital Assets Service specific Digital Assets  Functions

@ (FA }——Virtual Link—(F2 | virtual Link—(F3] L

Encoding Rendering Decoding

[The first request
————

@—vmual Link—i@—vmual Link—>@
@ '

Encoding

Decoding

The N'th request
L4

—F 3@

Aggreration D ing plication Pre-

Rendering

Fig. 1. 3C resource allocation workflow.

request (Step 4) to only manage service-specific DAs that
are often rendered pre-cached based on their popularity. As
illustrated in Figure III, the system dynamically evaluates
the popularity of requested services to guide decisions on
resource allocation for the rendering farm, asset replication,
and pre-caching locations.
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Once deployed, the SFCs dynamically process user FoVs
continuously throughout the duration of the service. In
virtual reality scenarios, such as collaborative meetings, the
SFC dynamically decodes, renders, and encodes new FoVs
in real-time, ensuring an immersive experience that remains
seamless and responsive to user actions.
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l = DPU (Data Processing Unit)
Rendering ‘{ Forwarding

N|

o )
‘%h Asic ~_YES High Speed
Wﬁhy Forwarding
-

Fig. 2. Architecture inspired by intel tofino switch with
integrated DPU model, extended here to illustrate offloading of
lightweight tile-level rendering tasks. The T-bit fast path (green)
provides wire-speed packet forwarding, whereas the slow path
(yellow) supports deeper processing for service functions and
application offloading. [41].

The end-to-end (E2E) delay comprises several critical
components: the function deployment delay within the SFC,
data retrieval latency for digital assets, encoding and decod-
ing processing times, rendering delays at the rendering
farm, aggregation delay for combining processed digital
assets, and communication delays for delivering data back
to users. Optimizing these delays is essential to maintain
the low latency required for high-quality, immersive user
experiences.

A. INTEGRATION OF RENDERING IN P4 SWITCH
ARCHITECTURE

The P4 switch architecture, as shown in Figure 2, is pri-
marily designed for handling and processing network traffic
efficiently. However, with the presence of a Data Processing
Unit (DPU) a specialized processing unit integrated into
the architecture, there is potential to offload certain com-
putational tasks, such as rendering, onto the DPU, which
could be configured to execute tasks beyond traditional
network functions, like rendering smaller images or portions
of larger images. The architecture operates by distributing
incoming FOV data, often fragmented into smaller pieces or
tiles, across the switch. The programmable switching chip
is responsible for this initial distribution, it directs each
FOV based on predefined match-action rules, determining
whether the tile should be forwarded via the high-speed
forwarding path or routed to the DPU for rendering. Once
the tile reaches the DPU, rendering tasks such as shading,
lighting, or texture mapping are applied to the individual
tiles. This modular approach to rendering allows the archi-
tecture to efficiently process each tile in parallel, thereby
reducing the latency typically associated with rendering
high-resolution images. Upon completion of the rendering
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process, the DPU forwards the rendered data to the next
device for final assembly.

By fragmenting large images into smaller, manageable
tiles, the P4 architecture benefits from increased parallelism,
leading to faster processing times. This parallel execution
model is critical in real-time or near-real-time applications,
such as interactive graphics rendering or immersive video
streaming. Moreover, the reduced latency afforded by ren-
dering smaller image pieces in parallel ensures that the
architecture remains well-suited for applications demanding
high throughput and low delay. The programmable nature
of the P4 switch enables dynamic adjustments to packet
processing rules, allowing the system to adapt in real-time
based on network load and computational demand. This
flexibility highlights the potential for programmable network
devices to extend beyond packet forwarding and into more
computationally complex tasks like image rendering [41].

IV. SYSTEM MODEL AND PROBLEM FORMULATION

In this section, we formalize the 3C resource allocation
problem. We first describe the service request and network
model, then introduce the digital asset and popularity driven
replication mechanism, followed by the traffic and capacity
constraints. We finally decompose the end to end delay and
state the resulting joint optimization problem.

A. SERVICE REQUEST AND VNF MODEL

We consider a discrete-time system, where time is divided
into slots indexed by ¢ € T (see table 2). At each time
slot #, a user u € U may generate a request R = (u,1)
for immersive service s € S. The set R(f) denotes the
active requests at time ¢. A request defines an SFC (Qg, Lg)
in which the ordered sequence Qr = (qi,...,q|0,) lists
the VNFs to be executed, while Lz = {(q,',q,url)}lg’l"lf1 U
{(o,q1), (gi0g» ©)} gives the logical edges, where o represents
ingress or egress. Each VNF belongs to a predefined set
V = {enc,dec,ren,agg}. Here, enc and dec respectively
denote encoding and decoding functions, such as compres-
sion or encryption on the one hand, and decompression or
decryption on the other. The ren function corresponds to
3D rendering or scene compositing, while agg refers to the
aggregation or stitching of processed content.

A VNF ¢ € Qg has computational and storage require-
ments, denoted respectively by Q™(g) and ®™9(g). The
maximum tolerable end-to-end delay for request R is
denoted DR**.

B. NETWORK TOPOLOGY AND ROUTING MODEL

The substrate infrastructure is modeled as an undirected
graph G = (N, &), where N represents the set of nodes,
which may include edge devices, cloud servers, or INC-
enabled devices, and £ denotes the set of physical links
connecting them. Each node n € A has a computational
capacity Q°P(n) and a storage capacity ®“*’(n). Each phys-
ical link e = (n,n") € £ is characterized by bandwidth B,(f)
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Fig. 3. Resource usage analysis.
: prop
and a propagation delay D; (). Denote
tes 1
grovtes = {em“e =(e1,e2,...,¢;) e €&, 72 1},

as the set of pre-computed routes between node pairs. For
any route ¢, we denote its source and destination nodes
by src(e™°) and dst(e™"). We link a physical edge to a
route using the binary variable 5(e™", ¢) such that Ye™"* €
Eroues Ve e &:

1, if ebelongs to e™"c,

0, otherwise.

6(61”011[6’ e) — {

Consequently, the propagation delay of a route equals:

DPoP( eroue, = Z 5( erove, e)- Dgrop(t)
ee&

Let xz(g,n,t) € {0,1} denote whether VNF ¢ in request
R is placed on node 7 at ¢.

C. DIGITAL ASSET MODEL AND POPULARITY-BASED
REPLICATION

Each service s relies on a set of service-specific DAs A(s, 1),
whereas each request R carries user-specific DAs that are
tightly coupled with the request of an individual user and
flow alongside the SFC. Service-specific DAs may be shared
across requests for the same service, can be replicated
across the infrastructure to enable parallel rendering, thereby
leveraging the computational capacity of the INC-enabled
rendering farm to reduce end-to-end latency.

A binary parameter Y(gq,a) € {0, 1}, captures whether
VNF ¢ depends on asset a. Let p(a,n,t) € {0,1} indicate
whether node n stores a replica of DA a at time ¢. Let ®(a)
denote the size of a DA. Define the request-scoped DA set
as

A() = {aeA(s,t) |9q € Ok : (g a) = 1},

where s is the service invoked by R.

To guarantee negligible transfer delay, a VNF must find
every asset it needs either on its host node or on a direct
neighbor. Writing the closed neighborhood of node n as
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N = {n}ufn’ | (n,n') € £}, we express the resulting
accessibility condition as
Y. plan,),

n' €Ny (n)
Yg € Qr, a€ Ar(t), ne N, R = (u,1). (D

This constraint ensures that each VNF instance can access
all digital assets it depends on either locally or from a
directly connected node.

DA popularity is measured over a fixed sliding window.
During every slot, the system keeps a per-asset counter that
records how many requests have referenced the DA in the
most recent W slots. Counters are zero-filled for 7 < 0. Let

t
flan= > ham), )

T=t-W+1

xR(q’ n, t) lﬁ(‘], Cl) <

be the popularity signal that drives replication, with h(a, ) =
{ReR@®)|3Iq e Or:(g.a)=1}|.

Two thresholds, Trep and Tgel, With Trep > Tgel, guide
the replication dynamics. The desired replica count P, (¢)

is initialized at Py, and updated by
min{Ppax, Pl — 1)+ 1},  f(a,1) > Trep,

f(a,1) < Tel,

otherwise.

P = | max{(Pin, PG~ 1) - 1),

P -1,

which increases the replica count when an asset becomes
more popular and decreases it when its popularity drops,
while keeping the number of replicas within the interval
[Pmin, Pmax]'

We avoid the risk of single points of failure by ensuring
that, at any slot, at most one instance of a given VNF type
q occupies a node n, that is

Z -xR(q’n’t) < 1’

RER(1)

YgeV,Vne N, VteT. (3)

Before placing replicas, we must check whether the node
storage constraint is respected. With

Atot(t): U AR(I)’
RER(1)
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TABLE 2. Unified Notation (Sets, Parameters, Variables, Metrics)

Indices and Sets

teT Time-slot index; 7 is the full slot set.

ueld User index; U all users.

seS Service type; S catalogue of immersive services.
R = (u,t) Request issued by u at ¢; R(t) active requests at ¢.

¢, Qr, Lr VNEF, ordered VNF list (SFC) of R, and its logical
edges.

v A fixed set of functions{enc,dec,ren,agg}.

G=(N,€) Substrate graph; A/ nodes, £ links.

groutes 5;0“"85 Pre-computed routes; subset from/to dummy
ingress/egress o.

A(s, t), Ar(t)
Nnb(n)

Pa Replicas count for asset a.

Service-specific DA set; subset required by R.

Closed neighbourhood of node n.

Capacities and Requirements

QP (n), B (n)
Qr(g), @"(q)
Be(t), D2 (1)

CPU / storage capacity of node n.
CPU / storage demand of VNF gq.
Bandwidth / propagation delay of link e at ¢.

r(q) CPU cycles per traffic unit processed by VNF gq.
B(q) Traffic-scaling factor of VNF q.
Ca, ®(a) Number of chunks and size of DA a.

v Number of rendering function subtask.

Decision Variables
1 if VNF ¢ of R runs on node n at t.

1 if node n stores DA a at ¢.

mR(Q» n, t)
p(a,n,t)
Or(e"*®, q1,q2,t) | Fraction of g1 — g2 traffic of R on route e™"t¢ at

Traffic Variables

AV (t) Ingress rate of R at t.

Ar(q,t) Traffic arriving at VNF ¢ of R during ¢.
Prr(q1,q2) Share of g1 output sent to g for R.
ARr(q1,q2,t) Traffic on logical edge (q1,g2) at t.

ur(n,q,t) >0 Service rate allocataed by node m to insatnce ¢

servincg request R (q1,g2) at t.

Delay Components

mep(eroute t)
D% (eromte, qq, ga,t) | Tx delay over route from g; to g2 at t.
DE>(q,n,t)
" (J,a,1)
D3 (1)

DgZE (t), Dllgdx

Propagation delay of route e**ut® at ¢.

Processing delay for VNF g on node n at t.
Rendering delay for chunk j of DA a at ¢.
Aggregation delay for R at t.

End-to-end delay of R at ¢ and its tolerated maxi-
mum.

D‘k“e"e queuing delay for request R

Resource Usage
Rusage (R, t) Resource usage for requset R.

CRr(t),Sr(t),Br(t) | CPU cycles consumed,Storage occupied,Aggregate
bandwidth load by R at ¢.

node storage is bounded by

Yo Y V(gD + Y D@ pla,n,D)
ReR(t) ge0Or ae Ay (1)
< PP(n), VneN, VteT. 4)

If no feasible replica placement exists, the system iteratively
reduces P, (7), however never below Ry, until a feasible
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assignment exists, and then enforces the replica bound

> pla,n. 1) < PR,
neN

Va, Vte T, (5)

which limits the number of replicas created for each digital
asset.

D. TRAFFIC AND CAPACITY CONSTRAINTS

Let Og(e™", g1, g2, 1) € [0, 1] be the fraction of traffic from
R that, during slot ¢, flows from (g1, g») € Ly along the route
€™, Conservation constraints require that

Z Or(€°", q1, g2, 1) > 1,

eroute ¢ £routes

VteT, ReR®), (q1,9) € Lg. (6)
Z OR(eI‘Oute’ o, q’ t) > 1’

emu(e Egorou!es
YteT, ReR(®), q:(o,q) € Lg. (7
Z QR(eroute’q’ o, l) >1,

eroutec gomules
Vie T, ReR(), q:(q,o) € Lg. (8)

with £ denoting the set of routes that originate
or terminate at a dummy node, introduced for modeling
convenience to represent the point where new traffic enters
the SFC and where processed traffic exits.

A route may be used only if its endpoints host the
corresponding VNFS:

OR (eroute’ q1, 9>, l) < xR(Ql , Src(eroule)’ t), (9)

Or (eroute, q1. 9>, t) < xR(qz, dst(erome), t),

YteT, VReR®, Y(qi1,q) € Lg, ¥ " € £,
(10)

Denote by Ag(q, t) the traffic volume that reaches VNF ¢
of request R during slot t. Let AF™(#) be the ingress rate, and
let B(g) € (0, o) be the scaling factor applied by g. It should
be noted that encoder and decoder VNFs have, respectively
deflationary and inflationary effects on the traffic volume.
As Qg is ordered, all scaling operations have a cascading
effect such that:

Ar(q1, 1) = A" (1), (1)
AR(Gir1,0) = AR(qi, D B(q), i=1,..,10rI-1. (12)

As such, let Prg(q;,q2) € [0, 1] denote the fraction of
the output of g; delivered to g, for request R. The traffic
Ar(q1,q>,t) that must traverse link (g, ¢2) € Lg is therefore:

ARr(q1, g2, 1) = Ar(q1,1) - Prr(q1, q2). (13)

Since the traffic can be distributed over several physi-
cal routes, let Og(e™", q1,q2,1) € [0, 1] be the share of
(q1,q2) € Ly traffic routed over ™" € £, The resulting
load on that route is

®R(er0mes q1,92, t) = AR(CII» q2, t) : GR(eTOUtC’ q1,92, t) (14)
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All traffic that terminates at a node n hosting g contributes
to its input queue. Hence let Ix(n, g, ) denote the arrival rate
to be processed by the VNF instance ¢ such that:

IR(na q, t) = Z Z ®R(erouw’ CI’, q, l)' (15)
q' (g Elr ePeesmone:
dst(e™"®)=n
Let ug(n,q,t) = 0 be the service rate that node n allocates
to the instance of ¢ serving R in slot #. To maintain queue
stability, we impose that:

Ir(n,q,1)
< ur(n,q,1), Y\ne N,q € Qp,Re R(1),t € T.  (16)

Assume «(gq) denotes the unit computational consumption
of a VNF of type ¢; specifically, it is the number of CPU
cycles the node must expend to process one unit of traffic
handled by g. We must ensure that the total computational
load on node n at t does not exceed its computational
capacity:

Z Z k(@) ur(n, q,t) < Q(m), VYneN,teT.
ReR(1) g€0r
(17

Additionally, the link capacity constraint must be
respected:

Z Z Z @R(eroute’ql,qz’ ) 6(eroute’e)

ReR(1) (q] ,qz)GLR eroute ¢ £routes

<B,f), Vee&, VteT. (18)

The renderering function (ren) is decomposed into a set
T of subtasks, and each service specific DA is split into
chunks to be distributed across the rendering farm. Let C, >
1 denote the number of equal sized chunks. each subtasks
operates on one of the C, chunks of a service-specific digital
asset a € A(s, r). Subtasks may execute on different nodes;
their partial outputs are later stitched.

Let o (i, j,a,n,t)€{0, 1} be 1 when subtask i that processes
chunk j of asset @ runs on node n during slot 7. Four
compact constraints capture correct placement and basic
fault-tolerance:

Y ot jann<l, Vijat (19)
neN
Y oG j.ann <1, Vnjat (20)
i€
Y oG j.ann <1, Vniat Q1)
J€Ca
IZ] < C,. (22)

Equation (19) ensures that each chunk is rendered at
most once, (20) prevents all subtasks from landing on one
node, (21) prevents placing all chunks on a single node, and
(22) bounds the number of rendering subtasks by the chunk
count, avoiding over-provisioning.
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E. DELAY AND LATENCY MODEL

To express the E2E latency for a given request R, we derive
the individual delay components that contribute to it. Let
B.roue (t) denote the bottleneck bandwidth along a given route
€™ such that:

Beroule(t) = min Be(t) (23)
eceroute

We derive the transmission delay D};‘(em”“", q1,q2,t) for a
given route such that:
Or(e™™, g1, 92, 1)
Dtx(eroute’ql,qz’t) — > ’ 2
k Biroue (1)
\7’1‘ c 7—, VR c R(t), V(ql,qz) c LR, veroute c 5r0utes.
(24)

Each VNF instance processes one flow at a time; therefore
processing delay equals processed-byte volume divided by
the allocated service rate, with M/M/1 queueing term. Thus,
the processing delay Dgroc(q, n,t) for node n, VNF instance
q at time ¢ is:

Ar(g, 1)
HR(n’ q, t)
Vie T, VReR(), Vg€ O, YneN.  (25)

Dy *(g.n, 1) = + D % (n,1)

where Dgueue(n, D =a, fUND), Dgroc(q,n, 1)) is an increas-
ing function of the instantaneous compute utilization UZ(t),
reflecting the growth of waiting time as the node approaches
saturation. The function f(-) is intentionally expressed in
abstract form to avoid unnecessary analytical overhead.
Similarly, the aggregation delay ngg(t) can be obtained
with the following:

/lR(agg’ t)

ﬂR(”agg’ agg’ t)
Vie T, VR e R(®). (26)

queue

D) = + D" (nagg, 1.

As mentioned previously, we aim to leverage the render-
ing farm to reduce rendering latency. Thus, 75"(j,a,1) be
the rendering delay for a DA chunk such that:

/l%hunk(j’ a, l)
ur(mj,ren,t)
VteT, YVReR(), Yae Ag(t), Vj=1,...,C,. (27)

7"(j,a, 0 = + DI (n;, 1),

The rendering latency for DA a is the slowest chunk:

D¥"(a,t) = max t%"(j,a,t). (28)
1<j<C,

The users access point is the substrate node
n,(f) = Loc(u, 1) € N. (29)

Let ¢"'(¥) be any pre-computed route that connects n,(f)
to the dummy ingress/egress node o:

eusr([) c ((/;routes‘ (30)

The user-side propagation delay is
DRIP(1) = DP'P (" (1), 7). 31)
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The corresponding transmission delay (uplink + down-
link) is

DY,(1) = DR (€™ (1), nu(0), n1, 1)
+ DY (" (1), nu(1), ma, 1), 32)

where ¢ and g)g, are the first and last VNFs of the service-
function chain. n; and n, are respectively the nodes hosting
the first and the last VNFs given that xg(ni,q;,7) = 1, and
XR(12, 4 gg1s 1) = 1

The total user-to-network latency term added to the end-
to-end delay is

Duseor (1) = DEOP(£) + DY.(1). (33)

usr usr

Finally, we obtain the E2E delay D5%E(¢) for the request
R as follows:

DR*(t) = Dusep

+ Z Z Dprop(eroute’ )

(q1,92)€ELg erouteggroutes

§ § : tx It
+ DR(emue,CIl»qz, t)
(q1,g2)€ELg eroutegEroutes

+ Z Z DY°(q,n, 1) xr(g, n, 1)
qEQR neN

+ Y DRMa.0)+ D),
aeAR(l)
YieT, YR e R(®). (34)

We impose a maximum delay constraint such that:

DE* (1) < D™, Vt, YRER(?). (35)
F. JOINT 3C OPTIMIZATION PROBLEM
Recall that our goal is to (i) minimise end-to-end latency,
(ii) minimize aggregate resource consumption, and (iii) max-
imize the number of requests successfully placed. Hence, let
xr(®) € {0, 1} denote whether a request R is admitted and all
placement, capacity and deadline constraints are satisfied at
time ¢; it is O otherwise.

We define Rygee(R,?) as the total resource usage for
request R such that:

Rusage(R’ 1) = a. Cr(?) + a5 Sr(r) + ap Br(?D), (36)

where a., as and ay represent positive weights respectively
for the compute consumption, storage occupancy and band-
width load. Cg(?), S (¥) and Bg(f) respectively represent the
total compute consumption, storage occupancy and band-
width load for request R.

Cr) =Y > x(q) ur(n,q,1),
neN qeQg

Sry =Y (3 g) xn(g.m.0)
neN qeQr

+ Z CD(a)p(a,n,t)),

acAg(t)
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Be)=)_ Y. D Or(€™,q1,q2.1)

ec& (ql,qz)ELR eroute ¢ groutes
t
6(er011 C’ e)’

Finally, we aim to:

min Y > (w1 DEPE(8) + wa Rusage(R. 1) — w3 xx(1)).(Ob))
teT RER(t)

with wy,w, and wj representing non-negative weights,
which are tuned via grid search to prioritize latency
and admission rates while maintaining reasonable resource
usage.

In summary, we formulate the 3C resource allocation
problem as a mixed-integer optimization model. At each
time slot ¢+ € 7T, and for each active request R € R(?),
the controller selects binary VNF placement variables
xgr(g,n,t) € {0,1}, which indicate whether VNF ¢ € Qg
is instantiated on node n € N. It also selects binary
digital asset placement variables p(a, n, t) € {0, 1}, specifying
whether asset a € Ag(¢) is cached or replicated at node 7.

In addition, the controller chooses continuous traffic split-
ting variables Og(eoue,q1,g2,1) € [0, 1], which determine
how the flow on each logical edge (g;,92) € Lg is dis-
tributed across precomputed physical routes eqoue € Eroutes-
Service rate allocations are represented by nonnegative vari-
ables ug(n,q,t), indicating the processing capacity that
node n dedicates to VNF ¢ for request R. When a distributed
rendering farm is employed, the controller additionally
selects binary assignment variables o (i, j, a,n, t) € {0, 1} that
map each rendering subtask i and chunk j of asset a to sub-
strate nodes n. Finally, admission control is modeled through
binary variables yg(f) € {0,1}, which indicate whether
request R is admitted while respecting all system constraints.
The optimization framework assumes that the controller has
access to periodically updated measurements of compute
load, storage occupancy, and bandwidth utilization across
the network. These state summaries are obtained through
standard SDN/edge telemetry mechanisms [42] (e.g., in-
band network telemetry, flow-level counters, or gNMI-based
monitoring), which operate on timescales significantly faster
than both the MILP decision interval and the DRL control
step. As a result, the synchronization overhead associated
with collecting and aggregating this information is negligible
relative to data-plane traffic. A detailed analytical model of
telemetry cost is outside the scope of this study.

Given these decision variables, the controller minimizes
the objective function in (Obj). The first term, DE*E(r),
captures the end-to-end delay experienced by request R.
The second term, Rysge(R, ), measures the aggregate usage
of compute, storage, and bandwidth resources. The third
term, yg(?), accounts for the number of requests that are
successfully admitted. The optimization is subject to the
placement, routing, capacity, popularity-driven replication,
and deadline constraints described in Section IV, which
jointly model the coupling among computation, caching,
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and communication resources in the INC-enabled cloud-
edge continuum.

V. DRL SOLUTION DESIGN

The 3C resource-allocation problem is dynamic, high-
dimensional, and non-convex. User scalability and workload
bursts alter network load and node capacities on a sub-
second time-scale; the joint placement and replication
decisions for thousands of digital assets render exact
mixed-integer formulations intractable (NP-hard) even for
medium-sized topologies. Traditional convex relaxations or
heuristic schedulers, therefore either (i) ignore key integer
couplings, leading to sub-optimal policies, or (ii) must be
re-solved whenever the system state changes, which is infea-
sible under the strict 20 ms latency budget. DRL overcomes
these limitations by learning a state-to-action mapping that is
executed in a single forward pass at inference time. For these
reasons—and because prior multi-agent DRL approaches
suffer from non-stationary learning dynamics and inter-agent
signalling overhead we adopt a single-agent DRL framework
that observes the global system state and outputs joint
allocation decisions.

In this section, we present a brief overview of our DRL
framework designed to address the previously detailed 3C
resource allocation problem. We model this problem as a
Markov Decision Process (MDP), a mathematical frame-
work suited for sequential decision-making tasks where
each state depends only on the immediately preceding state
(Markov property). Formally, an MDP is defined as:

<sfaal’pt7 rl”y>’ (37)

where:

e s, is the state space representing the current conditions
of the system.

e ¢, is the action space detailing the possible decisions
or allocations at each state.

e p, is the state transition probability distribution,
describing the likelihood of transitioning from one state
to another given an action.

e r, is the reward function, quantifying the immediate
benefit received after taking a specific action in a given
state.

e 7y is the discount factor, indicating the significance
attributed to future rewards.

In the following subsections, we provide a detailed
overview of these properties.

A. STATE
At the beginning of slot 7 the environment exposes the
state

St = (nu €, Ay, Uy, T]t),
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1) NODE-LEVEL VIEW N; € RV*2
Row n,(i) corresponds to node n; € AN and stores its
normalised spare resources:

. (Dfree(ni’t) eree(ni’t)
0= oy ) )

where @™ (bytes) and Q¢ (cycles s~!) are the storage and
CPU capacities still available at slot ¢.

2) LINK-LEVEL VIEW E; € RVXNx2
For a physical link e = (n;,n;) € £ the entry

prop
e ) = (Bg(t) De (t))

B DS,

contains the current residual bandwidth and propagation
delay, both divided by fixed maxima so that every feature
lies in [0, 1]. If no link exists, the feature vector is (0, 0).

3) ASSET VIEW Ay
Let M = | Ag(?)| be the number of digital assets relevant to
the running service s. For every a; € Ag(t) we define

a(k) = | @), ha,1), Y plarn,0), pC.nf, 10 |,

~—————
replica count

where the last entry indicates whether a replica already

exists on the node n} that minimises the expected DF*E

for the current user.

4) USER VIEW Uy
Assuming a single active user request R = (u, f), we encode

u = (loc(u, 1), /l}}ew(t)),

LOC(u,t) is the node at which the request enters the substrate
graph and the ingress traffic volume observed during the
previous slot.

Global-utilisation vector n; € [0, 1] giving the slot-level
fraction of compute, storage, and bandwidth already com-
mitted across the entire substrate.

ne =10, 7°°®), ™Y (@)

Each optimisation objective is directly grounded in observ-
able components of the state. End-to-end latency depends
on node load, link delays, and replica availability, all of
which appear as normalised features in (n,, ¢;, a,). Resource-
efficiency objectives are tied to CPU, storage, and bandwidth
utilisation, reflected explicitly in n, and e,. The acceptance
objective depends on feasibility of VNF placement and
path selection, which is fully determined by the resource
maps and replica indicators in a, and 7,. Consequently,
every objective term used in the reward has a correspond-
ing, fully observable state feature, ensuring there is no
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mismatch between the problem formulation and the MDP
representation.

The environment satisfies the Markov property because
the state s, fully describes all information required to deter-
mine both the immediate reward and the distribution of the
next state. Specifically, s; encodes (i) the instantaneous com-
pute, storage, and bandwidth utilisation at each node; (ii)
the per-edge propagation delay and residual bandwidth; (iii)
the current placement and replica map of all digital assets;
(iv) the user ingress location and request characteristics; and
(v) the global utilisation vector summarising system-wide
load. Since the subsequent evolution of resource availability,
queueing delay, routing feasibility, and asset popularity
depends solely on these quantities and the chosen action,
the transition distribution p(s,4+; | s, a,) is conditionally
independent of all earlier states, thereby ensuring the MDP
is Markovian.

B. ACTION SPACE

The agent decides where each VNF instance runs within the
substrate graph. Let

QuncV, Q,ncVy

denote, respectively, the VNFs that compose the user-
specific and service-specific SFCs in slot #. Define

M = 19,7, K = Q).

1) ACTION ENCODING
One action is an ordered tuple of node indices

_ {,,) (u) (s) (s)
a= (no R (SYSRTN (AN nk_l), (38)

where nl(.“) € {0,...,N — 1} is the node chosen for the i-th
VNF g; € Q,(t), while n' is the node for the j-th VNF

(Ij € Qs(t)~

2) ACTION-SPACE DEFINITION
The resulting space is a multi-discrete Cartesian product:

A=1{0,..,N-1}™ x{0,..,N-1}X. (39)

When the rendering farm decomposes a digital asset into
subtasks 7, each subtask enlarges Q(¢), so K grows accord-
ingly; the action remains “one node per VNF/subtask,” and
the action-space structure stays unchanged.

However, recall that we leverage an INC-enabled ren-
dering farm where rendering tasks are decomposed into
subtasks and rendered in parallel to minimize end-to-end
latency, reduce per-node computational overhead, and sup-
port scalable processing of service-specific assets under
dynamic workloads. Selecting node indices for each VNF
instance is sufficient because placement is the fundamental
control variable governing latency, resource consumption,
and feasibility. Given an action tuple specifying node loca-
tions, the environment deterministically executes routing,
queueing, processing, and resource checks. Additional con-
tinuous parameters (e.g., CPU fractions or bandwidth shares)
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are unnecessary because these quantities are derived from
placement and request characteristics, not chosen by the
agent. Therefore, an action defined as a vector of node
indices yields a complete and expressive control space while
avoiding redundant or unobservable parameters.

Algorithm 1 Popularity-Driven Digital-Asset Replication
(P-DAR)
Require: Replication and deletion thresholds Trep, Tgel
Ensure: Updated replica—placement matrix p(a, n, t)

1. for all €7 do

2 for all a € A(s, 1) do

3 if i(a,7)>Tp then

4 Niree = {n € N'| @™ (n,1) > ®(a)}

5 n* —argmin,en;,. DE*E(t,n)
6: pla,n*, 1)« 1 >create a new replica
7
8
9

else if /(a,7)<T4 then
Ny —{n e N'|pa,n, 1) =1}

n' —arg max,en;,, DR (t,n)

10: p(a, n', 1) «0 >remove one replica
11: end if

12: end for

13: end for

To further enhance responsiveness and reduce contention
on shared resources, we integrate a Popularity-Based Repli-
cation Strategy (PBRS) [43], outlined in Algorithm 1, which
dynamically adjusts the number and placement of DA repli-
cas based on their temporal access frequency.

At each time slot ¢, lines 3—4 assign each asset a a sliding-
window popularity score h(a, 7). When the score exceeds the
replication threshold (T%p), lines 5-8 create a new replica:
nodes with sufficient free storage are filtered (line 6), the one
minimising the predicted end-to-end delay D% is chosen
(line 7), and the placement flag p(a,n*,?) is set (line 8).
Conversely, if h(a, T) < Tqel, lines 9—12 delete a replica: the
current replica set is scanned (line 10), the replica whose
removal least increases latency is identified (line 11), and p
is cleared (line 12). The hysteresis gap Tyep > Tgel prevents
thrashing, while the continually updated map p(-) expands
the action space available to the DRL orchestrator.

Complexity. Time cost is O(A;N) per slot—O(TApaxN)
over the trace—while storage is O(Apn.xN); thus the algo-
rithm scales linearly with both the asset count and the
number of substrate nodes.

C. REWARDS
The reward combines placement success, latency control,
resource discipline, and an optional low-latency bonus

1= ad — (1-a)DE*F - TRyue(R) + b.  (40)

e Placement Success Term: §; rewards the fraction of
successfully placed functions. Setting o larger assigns
more importance to maximizing placement success.

e Delay Penalty: —(1 — a) DE*£(¢) penalizes lateness. If
the end-to-end delay DE?*E exceeds a threshold Dn**,
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TABLE 3. Training Hyperparameter Configurations for PPO,
IMPALA, and APPO

Parameter PPO IMPALA APPO
Hidden layers [512, 512, 256] | [256, 256] | [512, 512, 256]
Rollout workers 4 runners X 2 env

Batch size 8000 1024 2000
Discount ~y 0.99 0.99 0.99
Entropy coeff. 0 0.005 0
Clip € 0.3 - 0.2
Learning rate 3x 1074 1x 1074 3x 1074
GAE / V-trace GAE V-trace GAE
Gradient clip 0.5 10 10
KL coefficient 0.1 - -

then DE?£(t) > 0 and the penalty grows proportionally.
Otherwise, if DE*£(f) < D, DE?E(f) = 0 and there is
no penalty.

e Resource Penalty: —I"Rys,q.(R)(f) penalizes the total
resource usage (encompassing compute, storage, and
bandwidth). Increasing I' enforces more aggressive
minimization of resource consumption.

e Bonus Term: b, provides a reward incentive when
the total latency DE*E(f) remains below a predefined
latency threshold DRF**. where b™ is the maximum
possible bonus. This ensures that as D52 (#) approaches
the threshold, the bonus decreases smoothly to zero,
while exceeding the threshold results in no additional
reward. Thus the bonus is computed as:

D?ax _ DI€2E)

41
D )

b, = b™ - max (0,
The reward function is explicitly aligned with the prob-
lem objectives: the placement-success term corresponds
to acceptance, the latency penalty corresponds to end-
to-end delay, the resource-usage penalty reflects com-
pute/storage/bandwidth discipline, and the latency bonus
encourages solutions that consistently meet service-level
constraints. Because the state exposes complete resource
maps, queueing indicators, and replica configurations, all
reward components are fully observable, ensuring consistent
gradient signals during learning.

D. DRL-BASED BASELINES

In line with the MDP model presented above, three base-
line algorithms (Table 3) are developed, each based on
a distinct DRL approach: Proximal Policy Optimization
(PPO) [44], Importance Weighted Actor-Learner Architec-
ture (IMPALA) [45], and Asynchronous Proximal Policy
Optimization (APPO) [46]. PPO refines policy gradient
methods by restricting the likelihood ratio between the new
and old policies, helping to stabilize updates. Mathemati-
cally, this idea can be expressed via the clipped objective:

Lppo(0) = E[min(r(0)A,, clip(r(6), 1 — €,1 + €)A,)].

LACHE)

and A, is the estimated advantage.
Tggq (arlse)

where r,(0) =
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IMPALA scales reinforcement learning by letting thou-
sands of CPU actors collect trajectories in parallel while
a single GPU learner performs batched gradient updates.
Because each actor follows a slightly stale behaviour pol-
icy u while the learner updates a target policy 7, off-policy
corrections are required. IMPALA employs the V-trace algo-
rithm, which truncates importance ratios so that they remain
well-behaved while still yielding low-bias value targets.
Denote the clipped importance weights

3 min(" m(ay | St)) o = min(E m(a | Sr))
Pr= p’,u(a,lst) ’ T Tulals) )

For an n-step trajectory segment beginning in state s, the
V-trace value target is

t=s i=s

s+n—1 -1
VE = V() + Yy ( Ci) pi(re +¥Volsir1) = Va(s)).

The advantage term is 6 "¢ = r, + YV = Vi(s:), and
the policy loss weights this advantage with p,;. The learner
processes experience at over 250k environment frames
per second on a single machine while maintaining stable
learning dynamics [45].

APPO preserves the actor—learner topology of IMPALA
but replaces the pure V-trace policy gradient with the clipped
surrogate objective of PPO, thereby combining off-policy
correction with trust-region-like updates in one formulation.
For each step collected under the behaviour policy u, define

_ mo(ay | s0)

tr P
= R p; = min(p, ry).
uas | st) ! '

t
With the V-trace advantage estimate A,, the clipped objective
is

Lappo(6) = E[min(p;fAl, clip(p®, 1 — e, 1+ e)A,)].

Because trajectories stream in asynchronously, the learner
can perform several stochastic gradient epochs on each
large batch, achieving PPO-like sample efficiency without
sacrificing the wall-clock speed-up of decoupled actors.

1) ALGORITHM SELECTION RATIONALE

Our action space is a high-dimensional multi-discrete vec-
tor, where each component selects the hosting node for a
specific VNF or rendering subtask. This structure makes
value-based methods such as DQN [47] inapplicable, as
they require low-dimensional discrete actions or continuous
action-factorization. Actor—critic methods like A3C citeA3C
are also unsuitable because their asynchronous updates
become unstable under large action spaces and heavily
non-stationary network conditions. For these reasons, we
restrict our study to policy-gradient algorithms that nat-
urally support large multi-discrete actions and can scale
to thousands of possible allocation combinations. PPO is
selected as a strong on-policy baseline with stable clipped
updates and robustness to noisy gradients. APPO extends
PPO with distributed rollout workers and faster policy
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updates, making it attractive for large-scale environments
with high temporal correlation. IMPALA is included as
an off-policy alternative with V-trace corrections, enabling
more data-efficient learning and stable convergence under
delayed policy updates. Evaluating these three algorithms
allows us to systematically explore how on-policy, off-
policy, and hybrid policy-gradient methods behave under
our system challenging characteristics: large action spaces,
heavily coupled latency-resource trade-offs, and rapidly
evolving network states.

E. OPTIMIZATION-BASED BASELINES

To provide principled reference points for the proposed DRL
framework, we design two optimization-based baselines that
operate on the same network topology and environment
model as the learning agents: (i) a relaxed Mixed-Integer
Linear Programming (MILP) formulation and (ii) a Particle
Swarm Optimization (PSO) [48] heuristic. Both baselines
use the same graph, propagation delays, and node-placement
semantics as the DRL environment, so that all methods
reason over an identical latency model.

1) USER-SIDE CONSTANT LATENCY APPROXIMATION

In our system, user-side stages (e.g., avatar-related func-
tions processing) introduce non-negligible local processing
and communication delays that depend on user location,
and local resource usage. Explicitly modeling these user-
side dynamics in the MILP would substantially increase
complexity, as they are difficult to linearize and would
couple placement decisions routing decision. To keep the
optimization tractable while preserving realism, we replace
the user-side latency with a constant term Cl, derived from
DRL traces. Concretely, we compute the mean user-specific
pipeline delay (including user—edge and local pipeline
latency) over DRL episodes and add this scalar to all MILP
and PSO evaluations. This constant should be interpreted as
a calibrated approximation that aligns all baselines under a
consistent latency decomposition, rather than a theoretically
optimal term.

2) RELAXED MILP LOWER-BOUND BASELINE

The MILP baseline optimizes only the placement of the
shared service chain over the substrate nodes, while the
user-side stages are absorbed in Cyg. To reduce the
dimensionality of the problem, users are first clustered
based on their avatar locations; each cluster is repre-
sented by an aggregate demand and a representative source
node. For each cluster and each pipeline segment, we
precompute K-shortest paths (with K = 3) and expose
path-selection variables in the MILP. All non-linear effects
processing, queueing, CPU/storage/bandwidth capacities,
and replica-budget constraints- are removed from the for-
mulation. The resulting problem focuses purely on selecting
shared-function locations and their associated routing paths
to minimize the sum of communication delays, to which
we add the constant Cy,. Since processing and congestion
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effects can only increase the latency, this relaxed MILP
yields a strict latency lower bound for the considered
scenario.

From a complexity standpoint, the underlying placement-
and-routing problem with capacity constraints is NP-hard.
The relaxed MILP remains NP-hard in the worst case,
but clustering and path precomputation significantly reduce
the number of decision variables and constraints, making
the solver tractable on the considered 64-nodes, U100
topology. For a fixed K, the path enumeration step scales
approximately as O(K]|V||E|log|V]), and the MILP solve
time grows with the number of candidate nodes and clusters;
in practice, solve times remain well below a few minutes on
a standard workstation for our scenarios. The MILP solver
is guaranteed to converge to a globally optimal solution,
providing a theoretically sound lower bound for comparison.

3) PSO HEURISTIC UPPER-BOUND BASELINE

The PSO baseline searches over the same shared-chain
placement vector as the MILP, while the user-side portion
of the action is fixed to the users attachment node to main-
tain consistency with the MILP assumptions. Each particle
encodes a candidate placement of the shared functions. At
each iteration, particles are updated according to standard
PSO dynamics (inertia, cognitive, and social terms), and
every candidate is evaluated inside the full simulator. This
evaluation includes propagation delay, queueing delay, pro-
cessing delay, and the actual replica and resource dynamics
implemented in the environment. The optimization objective
combines mean end-to-end latency with mild penalties on
low acceptance rate and excessive bandwidth usage, so that
the PSO remains aligned with the multi-objective nature
of the DRL reward while still being latency-driven. For a
swarm of size S, [ iterations, and an episode length of T
steps, the total time cost is O(SIT Cgep), Where Cep is the
cost of one environment step (which itself scales linearly
with the number of nodes and assets). In our experiments,
we use moderate swarm sizes and iteration counts, leading
to PSO runtimes comparable to a small number of DRL
training runs. PSO does not provide formal global-optimality
guarantees; however, we observe that the best-particle objec-
tive stabilizes after a finite number of iterations, and we stop
once improvements become negligible.

VI. EXPERIMENTAL EVALUATION

We consider a simulation environment developed in Python,
leveraging the Gymnasium and Ray-RLlib libraries to imple-
ment and train our DRL-based algorithms. The simulation
runs on a high-performance server equipped with two AMD
EPYC 7763 processors (128 cores, 256 threads), eight
NVIDIA H100 NVL GPUs (94 GB each), 1 terabyte (TB) of
RAM, and 15 TB of disk storage. The network infrastructure
is modeled exclusively through a 64-node small-world topol-
ogy [49] generated with a Watts—Strogatz—style construction
[50]. Each node is arranged on a virtual ring of radius
1000 m and is initially connected to its kpeighbors = 6 nearest
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neighbors. A small rewiring probability of 0.05 introduces
long-range shortcuts, forming a Watts—Strogatz—style small-
world topology that preserves local clustering while adding
realistic long-distance connectivity. This structure reflects
the connectivity typically found in modern large-scale dis-
tributed systems, where short multi-hop paths coexist with
heterogeneous degrees and non-uniform link patterns. Each
node is equipped with 32 to 96 virtual CPUs (vCPUs) and
1.2 to 1.9 TB of storage [51], [52]. Each function within
a SFC is assigned computational requirements between 2
and 3 vCPUs and storage requirements ranging from 100
to 300 megabytes (MB). These resource demands are ran-
domly sampled within predefined intervals in order to model
heterogeneity in processing requirements across functions.

For the DAs employed in the simulation, a Unity-based
configuration is adopted. In this setting, a user avatar is
represented as a file of 500 MB, and a background asset,
shared among multiple users, is represented as a file of
200MB [53]. To emulate realistic delays associated with data
aggregation and deployment, the simulation incorporates a
fixed aggregation delay of 2 ms [54] and a deployment delay
of 5 ms [55]. Synchronization of DAs is not considered in
the present study, as such we consider it beyond the intended
scope of analysis.

We group service-specific digital assets into three
context-based categories for example, in games we have
(e.g., battlefields, racetracks) and metaverse environments
(e.g., conference rooms, labs, reading spaces); for a given
categorie, all three DAs are initiated with a popularity of 0,
the replicated flag set to false, and the number of replicas
evidently set to 0. We choose the DA based on popularity;
if all three digital assets have 0 popularity, we choose based
on Zipf distribution [15]. When processing the DA, we test
whether its popularity has reached a certain threshold to
trigger replication. If it has, we start the replication process,
so for the next request of the DA, we simply access the
replicas; otherwise, we process the DA during the rendering
farm.

Table 3 summarizes the hyperparameter configurations
adopted for PPO, IMPALA, and APPO in our simulation
study. These configurations differ to reflect the underlying
algorithmic principles and the practical requirements of
stable optimization in large-scale environments.

PPO follows an on-policy learning paradigm in which
gradient updates depend exclusively on recent interactions.
To ensure update stability, we employ a moderately large
batch size (8000 samples), several policy improvement
epochs (up to 10), and a clipping threshold of € = 0.3.
The policy network consists of three fully connected layers
[512,512,256], matching the model capacity used in APPO.

APPO extends PPO with asynchronous sampling and
therefore benefits from a slightly smaller batch size (2000
per update), a shorter rollout fragment to prevent stale
trajectories, and a reduced clipping threshold of € = 0.2,
which stabilizes learning under delayed-gradient conditions.
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IMPALA, in contrast, is a fully off-policy distributed algo-
rithm based on V-trace corrections. Because experience is
generated asynchronously across multiple actors, IMPALA
does not use PPO-style policy clipping and operates with
smaller per-learner batch sizes (1024). To sustain exploration
under this high-throughput regime, IMPALA uses a larger
entropy coefficient (0.005) and a relaxed gradient clipping
limit (10.0), which accommodates the variance introduced
by distributed updates.

Across all algorithms, the reward function employs
parameters selected through a grid search conducted on
a reduced-scale topology. This empirical tuning balances
placement feasibility, latency minimization, and resource
efficiency. The final coefficients used in all experiments are:
L™ =0.1.

a =03, I'=0.1,

To enable a comprehensive evaluation of the proposed
framework, a series of experiments was conducted with
emphasis on three primary objectives. The first objective
involves an assessment of scalability through analysis of
the system capacity to accommodate increasing volumes of
user requests while maintaining performance efficiency. The
second objective examines the role of a dedicated rendering
farm in supporting the offloading of intensive rendering
tasks and improving response time. The third objective
investigates the influence of DA replication on resource
utilization and latency, aiming to determine whether repli-
cation reduces service delay without introducing excessive
storage overhead. The following subsections describe the
experimental methodology and present the results.

A. SCALABILITY ANALYSIS

We conduct a scalability analysis of our framework by
increasing the number of users from 100 to 1000 in order
to simulate conditions with growing levels of concurrent
demand. The analysis considers end-to-end latency, resource
allocation efficiency, and acceptance rate. We evaluate three
resource dimensions: bandwidth usage, compute load, and
storage load as illustrated in fig 3. As expected, both
bandwidth and storage usage increase with the number of
users. This trend follows directly from the traffic model:
each user carries an individual avatar asset, while service-
specific assets are instantiated and updated for groups of
users requesting the same service. When the population
grows from 100 to 500 and 1000 users, more user-specific
and shared assets are transferred, cached, and partially
processed, which leads to higher overall bandwidth con-
sumption and storage occupancy. Compute load exhibits a
similar scaling behavior once we consider the total work
executed per step. User activity is modeled in discrete time:
at each simulation step, every user independently becomes
active with probability User activity is modeled using a
fixed activation rate of 0.03 per time step. Consequently,
the number of active users per step grows proportionally
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Fig. 4. Mean latency, acceptance rate, and baseline comparison across user-load scenarios.

with the scenario size (approximately 3, 15, and 30 active
users for the 100, 500, and 1000 user settings, respec-
tively). Each active user triggers the same rendering and
processing pipeline, so the aggregate compute demand per
step increases with the number of active users. Although
a decay mechanism progressively reduces the accumulated
load over time, this decay is not sufficient to fully offset
the higher arrival rate in the 500- and 1000-user scenarios.
This results in markedly higher compute load in these
two configurations, reflecting the increased stress placed
on the fixed compute capacity of the 64-node infrastruc-
ture. PPO exhibits higher storage usage in the 500-user
scenario than in the 1000 users scenario because replication
and asset-placement decisions stabilize earlier at interme-
diate load, whereas at very high load the system becomes
resource-saturated and restricts the creation or maintenance
of replicas, resulting in lower overall storage consumption.

Fig 4(a) reports the mean end-to-end latency for all DRL
algorithms across user-load scenarios. All methods success-
fully maintain the target latency budget under light load (100
users), with average delays remaining below 20ms. As the
number of users increases to 500 and 1000 users, the mean
latency rises but still remains relatively close to the target,
suggesting that on average the system continues to serve
most requests within the acceptable delay threshold.

However, the acceptance-rate results in Fig. 4(b) reveal
that this mean behavior hides a more significant degradation
under heavier demand. All three algorithms exhibit a similar
downward trend: near-perfect acceptance in the 100 users
scenario, followed by a consistent decline as load increases.
This aligns with the fact that higher user arrival intensities
strain both processing and communication feasibility, reduc-
ing the proportion of requests that can be served without
violating resource or latency constraints.

To contextualize the DRL results, we compare them with
the optimization-based baselines introduced in Section V-E.
The relaxed MILP provides a latency-only lower bound,
while the PSO heuristic gives an upper reference computed
through the full simulator. As summarized in Fig 4(c), the
DRL algorithms fall cleanly between these two bounds,
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validating both the correctness of our implementation and
the competitiveness of our learned policies under the same
system and topology assumptions.

A deeper analysis of latency variability is presented
through the ECDF plots in Fig. 6. These curves show that
IMPALA achieves the most favorable latency distribution,
with a larger fraction of requests completing quickly across
all user scenarios. PPO and APPO display broader dis-
tributions, particularly at higher loads, indicating sharper
variability in end-to-end delay.

Finally, the reward curves in Fig. 5 confirm the same
trend: all algorithms earn positive rewards in the 100 users
case consistent with maintaining both mean and P90 latency
within the desired threshold whereas the inability to sustain
QoS under heavier loads leads to negative rewards in the 500
and 1000 users scenarios. PPO attains the highest reward in
100 users but does not show clear convergence, while APPO
and IMPALA stabilize after approximately 200 iterations
due to their faster sampling and update dynamics. Fig 5
shows that all three algorithms produce positive rewards in
the 100 user scenario, consistent with their ability to keep
latency below the 20 ms requirement. When the user load
increases to 500 and 1000 users, all methods transition to
negative reward values due to the system inability to main-
tain both processing and communication feasibility under
higher demand. A notable distinction appears in how the
algorithms evolve during training. In the 100 users scenario,
PPO achieves the highest reward but shows no clear signs
of convergence or stabilization, even after extended training.
In contrast, IMPALA and APPO reach stable reward val-
ues after approximately 200 iterations (around two million
environment steps). Their earlier convergence stems from
their asynchronous and distributed sampling mechanisms,
which accelerate policy adaptation compared to PPO on-
policy update cycle. Due to time limitations and cluster
usage restrictions, the PPO training could not complete the
planned 600 iterations within the 100-hour time budget,
which explains why the experiment stopped after approxi-
mately 200 iterations, unlike the other scenarios. This effect
is particularly pronounced for the 1000-user load, which
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significantly stresses both the environment and the training
pipeline, leading to longer wall-clock time per iteration

To understand how latency arises in our system, we
first examine the delay decomposition presented in Fig. 7.
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This stacked analysis separates end-to-end latency into
three components: the user-specific pipeline, the service-
specific pipeline, and the queuing delay. the propagation and
deployement delay as stated previously are fixed assumption
they are not considered in this plot. All components grow
with user load, including queueing effects, but a clear
pattern emerges: the user-specific pipeline is consistently the
dominant contributor to total delay. This component is not
targeted by our rendering-farm or replication strategies, it
captures user level variability such as avatar size, attachment
node, and per request communication—which fluctuates
more rapidly than shared service assets.

This observation naturally leads to the role of popularity
and replication, illustrated in Fig. 8. Service assets expe-
rience popularity increases as more users request them,
triggering replication events at strategic nodes. Because
replication only affects the service-specific pipeline, it
reduces the shared-asset communication and processing time
but cannot alter the much larger user-specific portion. This
explains why the user-specific delay remains dominant even
as replication becomes active.

Finally, Fig. 8 also shows the step-level latency evolution
for the 100-user case. At the start of the episode, digital
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assets are selected randomly, leading to higher initial delays
(approximately 55ms for IMPALA, 65ms for APPO, and
80ms for PPO). As popularity grows and replicas are cre-
ated marked by red indicators—the service-specific pipeline
becomes increasingly efficient. All three algorithms ulti-
mately reduce end-to-end latency below the 20 ms threshold
once replication stabilizes and policy updates adapt to the
improved asset placement.

B. IMPACT OF THE INC-ENABLED RENDERING FARM
The impact of the rendering farm is assessed by comparing
two configurations. In the baseline configuration, the system
operates without optimization techniques such as rendering,
replication, or pre-caching. This setup provides a reference
for latency and resource consumption. In the optimized
configuration, the full solution is enabled, including render-
ing and replication, with the number of rendering subtasks
varied between three and five to evaluate latency reduction
and efficiency gains. In the absence of a rendering farm
Fig. 9, the reward remains negative for all three algorithms,
namely IMPALA, APPO, and PPO. This is due to persistent
violations of the latency threshold, as penalized in the
reward function.

The ECDF analysis Fig. 10 of the rendering scenar-
ios shows that all configurations produce steep curves,
indicating consistent latency behavior within each pipeline
design. Across the three rendering modes, the 3-subtask
configuration achieves the most favorable results: its ECDF
curve lies further in the upper-left region, meaning that a
larger fraction of requests satisfies the 20ms target. The
5 subtask configuration also benefits from parallelization,
but its curve is slightly shifted to the right compared to the
3 subtask case, reflecting the additional overhead introduced
by deeper pipeline splitting. In contrast, the scenario without
a rendering farm fails to bring delays under the 20ms
threshold for any algorithm.

It is worth noting that all three DRL algorithms dis-
play nearly identical ECDF behavior within each rendering
configuration. This indicates that, in the rendering experi-
ments, the pipeline structure itself rather than the choice of
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learning algorithm is the dominant factor shaping latency
distribution. The resource-usage results presented in Fig. 11
highlight the distinct effects of introducing the render-
ing farm. In the absence of a rendering farm, bandwidth
consumption is significantly higher because all rendering
operations must traverse long communication paths to reach
a fixed processing location. In contrast, the 3-subtask and
5-subtask rendering-farm configurations drastically reduce
bandwidth usage. Although pipeline parallelization might
suggest that more links would be used, this effect is
overshadowed by the popularity-driven replication strategy.
Replicating service assets closer to demand converts what
would otherwise be multi-hop rendering traffic into simple
access operations, reducing communication to a short-range
fetch and thereby lowering overall bandwidth usage.

This bandwidth improvement comes with a natural trade-
off in storage. Since replicas of shared assets are placed
across the network, storage usage increases in both the
3-subtask and 5-subtask configurations. Importantly, storage
consumption remains similar between the 3 and 5-subtask
cases: the number of replicas is governed primarily by asset
popularity and the replication mechanism rather than by the
depth of the rendering pipeline. A detailed discussion of
replication behavior is provided in the next section.

Compute usage remains comparable across all scenarios.
This confirms that the rendering farm redistributes process-
ing across multiple nodes without introducing significant
compute overhead. Parallelizing the rendering pipeline does
not increase the total amount of computation required;
instead, it spreads the workload more evenly across the
infrastructure. As a result, compute load stabilizes at sim-
ilar levels regardless of whether the rendering pipeline is
monolithic or split into subtasks.

These results demonstrate that rendering farm signifi-
cantly reduces bandwidth usage and maintains target latency,
with the 3-subtask setup offering the most efficient trade-
off. Storage efficiency is governed more by replication and
caching strategies than by subtask count, indicating potential
for further improvement through smarter asset management.
The increased compute cost of the 5-subtask case does not
yield proportional gains, pointing to the need for adaptive
subtask allocation. Without rendering, all algorithms over
utilize bandwidth, emphasizing the importance of integrated
rendering, caching, and replication mechanisms.

The benefits of the rendering-farm strategy become imme-
diately clear when comparing latency across the three
rendering scenarios. Without a rendering farm, end-to-
end latency frequently rises toward 50 ms, far exceeding
the 20ms as illustrated in Fig 12(a). In contrast, both
the 3-subtask and 5-subtask configurations reduce delay
substantially, with the 3-subtask design achieving the
lowest latency. This improvement is mirrored in the
acceptance-rate results in Fig 12 (b): the no-rendering-farm
scenario achieves only about 20% acceptance, while the
3-subtask configuration reaches nearly 100%. The 5-subtask
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configuration still improves QoS but results in lower accep-
tance (around 80%), because distributing the rendering
pipeline across five nodes increases bandwidth and storage
pressure. As resources tighten, some rendering subtasks
cannot be placed, reducing acceptance. This is fully consis-
tent with acceptance being governed jointly by placement
feasibility, resource availability, and latency satisfaction.
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3Task 5Task OTask 3Task 5Task

The in-depth latency Fig. 12 (c¢) decomposition pro-
vides an even clearer demonstration of the effectiveness
of our design. In the absence of a rendering farm, the
dominant contributor to total delay is the service-specific
pipeline, and, uniquely in this scenario, queueing delay
becomes clearly visible. Because all rendering operations
pass through a monolithic chain located at fixed nodes,
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Fig. 12. Mean latency across different scenarios.

these nodes accumulate load rapidly, increasing queueing
time and amplifying service-side latency. The rendering-
farm configurations completely change this behavior: the
dominant delay shifts to the user-specific pipeline, while
both the service-specific delay and the queueing delay
drop sharply. This occurs because service-specific assets are
replicated along popularity-driven paths and processed in
parallel, effectively eliminating the bottlenecks that cause
queue buildup in the baseline setting.

The contrast between scenarios therefore provides strong
evidence that the rendering-farm and popularity-driven
replication mechanisms operate exactly as intended: they
dismantle the central processing bottleneck, suppress queue-
ing delay, shorten the shared-asset pipeline, and drive overall
latency below the 20ms target. The remaining delay is
dominated by user-specific dynamics which cannot be opti-
mized through rendering strategies further reinforcing the
effectiveness and correct design of our approach.

C. IMPACT OF REPLICATION AND PRE-CACHING
MECHANISMS

Following the analysis of system scalability and rendering
optimizations, we evaluate how the different replica-
tion strategies influence storage utilization and end-to-end
latency. Three strategies are considered. In the controlled
replication scenario, replicas are created adaptively based
on residual storage capacity, with placement restricted to
the local neighborhood of the demand anchors (typically
within one hop) and filtered through a top-M candidate set
to ensure resource-aware expansion. In the resource-limited
scenario, the locality constraint is relaxed by extending the
candidate region to a two-hop neighborhood, allowing up
to five anchor-based candidates. Finally, in the unlimited
replication scenario, all locality restrictions are removed and
replicas may be placed on any feasible node, subject only
to storage availability, enabling aggressive replication when
asset popularity increases.
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Initially, service-specific DAs are selected randomly fol-
lowing Zipf distribution [15] from a predefined set of three.
As requests accumulate, selection becomes demand-driven.
Once popularity stabilizes, replication is triggered based
on the active strategy. This evaluation aims to quantify
the influence of each strategy on storage consumption and
latency.

Reward trends in Fig. 13 exhibit the same general
behavior across the three replication strategies. Controlled
replication continues to achieve the highest performance,
reaching peak reward values around 12. Limited replica-
tion attains lower rewards around 4, while the unrestricted
strategy peaks near 7. These differences reflect the balance
between latency benefits and resource overhead: controlled
replication provides the most efficient use of storage and
bandwidth, whereas unrestricted replication introduces addi-
tional replicas that improve latency but generate extra
storage cost, reducing the final reward.

A consistent pattern also appears across the DRL algo-
rithms. IMPALA and APPO show clear convergence in both
the limited and unrestricted scenarios, stabilizing around
their respective reward levels. PPO reaches higher reward
values in the controlled replication setting, but its tra-
jectory shows weaker signs of convergence and remains
more variable throughout training. This distinction mirrors
the behavior observed in the user-scaling experiments and
further highlights PPO’s sensitivity to long-horizon updates
compared to the more stable asynchronous dynamics of
APPO and IMPALA.

The number of replicas created in each scenario as shown
in Fig 14(a) follows directly from the constraints imposed on
the replication strategy. In the limited-replication case, the
system consistently produces an average of nine replicas per
episode—three per shared asset for the three service assets.
In the resource-limited configuration, replication proceeds
only while sufficient storage remains available, typically
stopping just below fifty replicas due to the enforced storage
cap. The unrestricted configuration has no such constraint
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and continues replicating throughout the episode, reaching
up to 175 total replicas.

This progression is reflected clearly in the storage-usage
results in Fig 14(b): scenarios that allow more replicas
naturally consume more storage, with the unrestricted con-
figuration showing the highest values. As illustrated in Fig
14(c) Latency follows the same ordering. As more replicas
are created, shared assets are placed closer to users, reducing
access distance and improving service-specific communica-
tion delay. Accordingly, the unrestricted scenario achieves
the lowest latency, followed by the resource-limited case,
with limited replication exhibiting the highest latency among
the three.

Crucially, these results show that while additional repli-
cas steadily improve latency, they also increase storage
consumption. The resource-limited scenario therefore offers
the most effective compromise: it creates enough replicas
to significantly reduce latency without incurring the high
storage cost observed in the unrestricted configuration. This
confirms the importance of optimizing the number of repli-
cas rather than maximizing it.
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D. EMPIRICAL CONVERGENCE ANALYSIS OF DRL
ALGORITHMS

Although deriving formal convergence guarantees for
policy-gradient methods in large-scale, non-stationary 3C
orchestration environments remains an open research prob-
lem, we provide an empirical convergence analysis based
on reward trajectories across all evaluated scenarios.

APPO consistently demonstrates the fastest and most sta-
ble convergence. Its reward increases smoothly and reaches
a plateau within roughly 150-200 iterations, with minimal
oscillatory behavior even under high-load (500-1000 users)
conditions. This behavior is expected from APPO’s syn-
chronous updates and reduced policy lag.

IMPALA exhibits a two-phase learning dynamic: an
initial decline in reward due to off-policy exploration, fol-
lowed by stable convergence after approximately 250-300
iterations across all scenarios. Once stabilized, IMPALA
maintains a consistent reward plateau, confirming its robust-
ness under increasing user load.

PPO achieves the highest final reward values, yet shows
weaker convergence properties. Its reward curves remain
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oscillatory and do not settle into a clear plateau. This is
consistent with known PPO sensitivity to clipping, batch size
selection, and non-stationary reward landscapes. While PPO
ultimately learns strong policies, its convergence is slower
and less reliable.

Training time. APPO and IMPALA are significantly
faster than PPO. For moderate user loads, both converge
within a few hours, whereas PPO can require up to 4x
longer. Under heavy workloads (500-1000 users), PPO
training may extend to 30-40 hours for 500 user scenario,
and more than 100 hours for only 200 iterations for 1000
users, while APPO and IMPALA remain substantially faster.
These observations justify the inclusion of all three DRL
agents: APPO for fast and stable convergence, IMPALA for
scalable performance, and PPO for peak reward despite its
slower learning dynamics.

VIl. CONCLUSION AND FUTURE RESEARCH
DIRECTION

Our proposed framework for immersive applications lever-
ages programmable switches and DPUs to create an in-
network rendering farm that significantly reduces bandwidth
consumption and maintains end-to-end latency below 20 ms.
Our approach capitalizes on the separation of service-
specific and user-specific digital assets to more intelligently
manage diverse workload characteristics. By combining
popularity-based replication, pre-caching of service-specific
assets, and a DRL-driven orchestration plane, we achieve an
extensible solution that can be deployed across diverse net-
work topologies and learning paradigms without hardware
modifications. However, the current framework presents two
key limitations. First, we did not implement explicit schedul-
ing or synchronization mechanisms nor collect cache-hit
rate statistics, which may lead to contention and subop-
timal data placement under heavy load. Second, we treat
head-mounted displays (HMDs) as transparent endpoints,
overlooking their compute, energy, and networking con-
straints that can impact QoS. We note that a detailed
evaluation of INC s bandwidth reduction and microsecond-
scale processing was carried out in prior work [5], and a
full survey of in-network compute models appears in [14];
the present study builds on those foundations by focus-
ing on DRL-driven orchestration and real-time rendering
pipelines.

To overcome these gaps, future research will integrate a
distributed scheduler and instrument cache-hit monitoring
to enable adaptive placement decisions. We will extend
our model to include HMD resource profiles, allowing
the resource allocation manager to balance device-side
constraints against network capabilities. Finally, we plan
to benchmark advanced INC functions across different
programmable switch architectures and explore IA-based
learning paradigms to tailor resource allocation to specific
immersive use-cases such as medical simulations and large-
scale virtual events.
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