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Abstract

The main topics covered in this paper are (1) controlling significance levels when applying the same hypothesis
test to many (possibly millions) of datasets; (2) dealing with the fact that for very large datasets hypotheses are
rejected for trivially small departures from the null; (3) in the presence of noise, extreme values selected from
samples for follow-up studies are often biased; (4) inference conducted on models fitted to data routinely
underestimate the parameter standard errors if the selected model was informed by the observations; (5) obtaining
overall least-mean-squared error estimates of a group of observations (e.g. a collection of star cluster masses); and
(6) the effects of the violation of mathematical regularity conditions on model selection statistics.

Unified Astronomy Thesaurus concepts: Astrostatistics (1882); Astrostatistics techniques (1886)

1. Introduction

The comparison in L. Eyer et al. (2012) of the European
Space Agency Hipparcos and Gaia missions provides a good
example of the rapid increase in data volume over the last few
decades. The earlier mission obtained parallaxes and magni-
tudes of 118,000 stars (ESA 1997), while the third Gaia data
release (Gaia Collaboration 2023) contains these parameters
for more than 10° objects, and in addition, acquired low-
resolution spectra for ~220 million sources. There are, of
course, numerous other large surveys recently concluded or in
progress which are also producing huge amounts of informa-
tion—the Vera Rubin Observatory with an expected ~20 TB
of data per night' being a prime example.

The following three sections of this paper deal with statis-
tical effects that become particularly important when dealing
with either many individual datasets or with large single
datasets. Section 2 looks at the situation where the same
hypothesis test is applied to each member of a collection of
datasets. It is well known that even if the null hypothesis is
true in all cases, then the expected fraction of false positives
will be equal to the test level a. The conservative approach in
which « is chosen to be very small is not always satisfactory,
as this may lead to many true positives being rejected; hence,
alternatives should be considered.

It is not always appreciated that tiny effects may become
highly significant as sample sizes grow. Though rejection of null
hypotheses in such cases is technically correct, Section 3 argues
that room should be left for a common-sense approach to
deviations from the null. Section 4 deals with an effect which has
contributed to the so-called “credibility crisis” in science (e.g.,
A. Saltelli 2017, and references therein), namely a tendency to
focus on large effects seen in studies (see D. Sidebotham &
C. J. Barlow 2024 for an interesting specific example).

The remaining four sections of the paper discuss issues that
more generally arise in the analysis of astronomical data,
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potentially leading to questionable results. The effect briefly
reviewed in Section 5 affects probably the majority of pub-
lished scientific papers—the compromise of parameter con-
fidence intervals through choosing a suitable model from a
collection of candidates, after examining the data.

The surprising fact that the naive estimate of the multi-
variate mean is not necessarily the most efficient is known as
“Stein’s paradox.” Some implications for multivariate esti-
mation are briefly highlighted in Section 6.

The likelihood ratio statistic (LRS) is a commonly used
statistical tool. It is not always appreciated that its use may be
complicated by the failure of certain mathematical conditions.
What is even less known is that this may also affect infor-
mation criteria. Given the increase in interest among astron-
omers in, for example, the Akaike information criterion (AIC)
and Bayesian information criterion (BIC), it is important to
consider this limitation (Section 7).

The final section of the paper discusses four issues that,
although better known than those mentioned above, are often
ignored. These are the failure to examine model assumptions,
selecting poor goodness-of-fit tests, misuse of Pearson’s chi-
squared, and the abuse of the reduced chi-squared statistic.

The aim of this paper is to alert the reader to statistical
effects that may be less well known. The material is intro-
ductory, and it should be borne in mind that only a fraction of
the available literature on each of the topics is touched on.

Unless explicitly defined otherwise, logarithms in this paper
are taken to the base e.

2. Multiple Hypothesis Testing

Photometric surveys such as the “Catalina Sky Survey”
(A. J. Drake et al. 2014); the “Zwicky Transit Facility”
(E. C. Bellm et al. 2019) the “Asteroid Terrestrial-impact Last
Alert System” (A. N. Heinze et al. 2018), the “Transiting
Exoplanet Survey Satellite” (G. R. Ricker et al. 2015), the
“Wide-field Infrared Survey Explorer” (E. L. Wright et al.
2010; A. Mainzer et al. 2011), and many others, have provided
astronomers with large sets of time series observations of lit-
erally millions of stars. One example of multiple hypothesis
testing (MHT) is the application of tests for periodicity to such
collections of datasets—see Table 1 for some examples. There
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Table 1
Searches for Periodic Variable Stars from Time Series of Observations from a
Few Surveys

Survey No. Light Curves Test Level References FWER
WISE 450,000 0.001 [€))] 1
CSS 8.7 x 10° 1077 2) 0.58
ATLAS 142 x 10° 107 3) 1
ZTF 500 x 10° 0.001 4) 1

Note. The second column shows the number of datasets searched, and the third
column contains the fixed test level «.. The last column gives the “FWER,” the
expected probability of at least one false positive.

References. (1) E. Petrosky et al. (2021); (2) A. J. Drake et al. (2013); (3)
A. N. Heinze et al. (2018); (4) X. Chen et al. (2020).

are many other examples of periodicity-hunting in the litera-
ture, a few of which are referenced by X. Chen et al. (2020).

The standard procedure in the astronomical literature is to
select a fixed test level «; the null hypothesis of “no periodi-
city” is rejected for all datasets with test levels p < . If the
null hypothesis H, were true in all cases, then it is well known
that the significance levels p of the test statistic would be
uniformly distributed over [0, 1]. Consequently, if the test is
performed at level a,, we can expect a significant outcome in
about a fraction « of the cases. For large numbers N of data-
sets, this could mean a huge number of false rejections of H,.
The level « is therefore usually chosen to be very small, in
order to avoid an abundance of false positives.

The “family-wise error rate” (FWER) is the probability of
one false rejection of H,,, among the N tests. The simplest way
of ensuring that the FWER is ¢, is to use Bonferroni’s method:
conduct all tests at the «/N level. However, it may be unne-
cessarily restrictive to require a small number of false posi-
tives. A more lenient aim is to control the “false discovery
rate” (FDR), which is the expected fraction of incorrectly
rejected null hypotheses. The best-known recipe for ensuring
an FDR < « is the Benjamini-Hochberg (BH; Y. Benjamini &
Y. Hochberg 1995) procedure:

(i) Apply the relevant statistical test to all datasets, and note
the significance levels py, pa, ..., py-
(ii) Order the p-values from small to large, p(i), p2), ---» Povy-
(iii) Determine k satisfying

ayj
k = maxp , < —. (1)

(iv) Reject Hy for all j for which p; < p.

The BH procedure was, to the author’s knowledge, first
introduced into the astronomical literature by C. J. Miller et al.
(2001). Examples of applications are the detection of stellar
flares in time series (A. F. Kowalski et al. 2009; E. J. Hilton
et al. 2010; R. R. Paudel et al. 2018; C. E. Brasseur et al.
2023); period changes in binary stars (K. Hong et al. 2022);
estimation of the projected mass distribution in an area around
a gravitational lens (O. Tihhonova et al. 2020); detection of
sources of polarized radio emission (A. Neld et al. 2018);
detection of transient gamma-ray sources (S. Sabatini et al.
2010); and the metallicity distribution of stars near the Sun
(B. J. Taylor & K. Croxall 2005). Despite this impressive
range of uses, the methodology has not become standard in
dealing with very large collections of datasets.
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The BH method is conservative, since it really imposes the
restriction

I@Rg%gagm ®)

where Nj is the number of cases in which H, is true. Of course,
Ny is unknown, but it can be estimated, and the test can be
made less conservative:

(i) For 0 << 0.5 define

M1 = #(p; < 1),
N =#p; > 1 -1, 3)

where # is the cardinality (size) of the set.
(ii) Let

1 4+ N (2)

F@) =
® Ni(0)

“)

and determine the maximum value z,, of ¢, which satisfies

F(t) < a. )

(iii) Reject H, for all tests with p;<t, (D. Leung &
W. Sun 2022).

An alternative would be to estimate No/N from the results of
similar previous endeavors (such as those mentioned at the
start of this section).

In many cases, the datasets, and hence the test statistics and
their p-values, will be independent. The Bonferroni bound for
the FWER also holds for dependent p-values, but the
same cannot be said for the BH procedure. For dependent
data, (1) can be modified as follows (Y. Benjamini &
D. Yakutieli 2001):

[:m?‘xl’(j><%
Jj N
Nl 1
CN:Z7z’y+lnN+W—
=1

‘ (6)

12NN + 1)

to second order in 1/N; v=0.577215... is Euler’s number.
This again gives conservative tests, i.e., it is likely to err on the
side of better significance than «. Further work dealt with
corrections for dependence either by using known covariances
(W. Fithian & L. Lei 2022) or estimation of the dependence
structure (e.g., J. T. Leek & J. D. Storey 2008; J. Fan et al.
2012). However, these papers deal with specific settings and
may have limited general applicability.

Alternatively to controlling the FDR, it may be of interest to
combine all the dependent p-values into a single test statistic.
This could be useful, for example, if there are a number of
values that are individually marginally significant. A popular
choice for a test statistic is

N
T=> wtan[(0.5 — pp7l, @)
=1

where the weights w; are nonnegative and sum to unity (Y. Liu
& J. Xie 2020). The statistic is approximately standard
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Cauchy-distributed. An example application to the study of
star clustering can be found in S. Ratzenbock et al. (2023).

The “look-elsewhere effect” and “data dredging” are two
concepts related to MHT. According to Wikipedia “The look-
elsewhere effect is a phenomenon in the statistical analysis of
scientific experiments where an apparently statistically sig-
nificant observation may have actually arisen by chance
because of the sheer size of the parameter space to be sear-
ched.”” and “Data dredging (also known as data snooping or
p-hacking) is the misuse of data analysis to find patterns in
data that can be presented as statistically significant, thus
dramatically increasing and understating the risk of false
positives. This is done by performing many statistical tests on
the data and only reporting those that come back with sig-
nificant results.”” Both of these pitfalls can be avoided by
applying MHT procedures.

Astronomers routinely select very small test levels (see, e.g.,
Table 1) in order to avoid statistical errors of Type I (i.e.,
incorrectly rejecting the null hypothesis). There is, however, a
concomitant to this approach, namely, making Type II errors—
failing to reject the null when it is false. The MHT procedures
can go some way toward mitigating this problem.

3. Practical Significance

Consider a sample xy, x5, ..., x; with mean ¥ and standard
deviation S. The statistic

_INE -
S

(t-distributed, with N — 1 degrees of freedom) can be used to
test the hypothesis that the mean of the x; is close to p. As an
example, 7 can be used to test whether the mean of a set of
metallicities in a cluster is consistent with a specific value

T ®)

(e.g., solar).
A second often-used statistic is
N-—2r
h=—, )
1 —r2

where the data are N pairs of measurements (x;,y;), and T
(which is ty_, distributed) can be used to test whether the
correlation r between x and y is consistent with being zero.

A notable feature of 7| and T is that for large N, both are
proportional to +/N. This is a manifestation of the fact that
standard errors of estimated quantities typically decrease as
N2 A consequence is that for N >> 1, null hypotheses can
be rejected for very small deviations from the null. As an
example, correlations of 0.031 (N = 104) or 0.01 (N= 105) are
significant at the 0.1% level.

For many purposes, such small correlations, or more gen-
erally, tiny deviations from a null hypothesis, may be of little
importance. This leads to the notion of “practical significance.”
The concept has been popular in some academic fields—see,
e.g., R. F. Haase et al. (1989), R. E. Kirk (1996), J. A. Gliner
et al. (2002), and M. J. Peeters (2016). The paper by R. E. Kirk
(1996), titled “Practical Significance: a Concept Whose Time
has Come,” in particular, has been cited more than 2600 times.

The authors of the quoted papers argue that “effect sizes”
may, in some settings, be more useful than the p-values from

2
3
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hypothesis tests. As an example, in the context of regression,
an effect size is the coefficient of determination

RP=1- Ze}/Z(yj - (10)
7 J

where y is the dependent variable and the e; are the model
residuals. The statistic estimates the fraction of variability that
is accounted for by the model. The use of R can be contrasted
with the significance levels of regression parameters, which
may be very high for large samples, even for poorly fitting
models.

C. Koen (2021) contains an example of an effect size in the
astronomy literature. A Kolmogorov—Smirnov test used to
compare two cumulative distribution functions gives
p <2 x 107>, yet the effect of interest—the difference between
upper tail percentiles—is acceptably small.

4. Selection Bias

The most extreme value from a sample is often of interest in
astronomy. Examples are the luminosity of the brightest
galaxy in a cluster or the largest mass of any star in a cluster.
“Selection bias,” also known as the “winner’s curse,” refers to
a bias incurred when selecting extreme values from a collec-
tion of random variables. The randomness is due to the fact
that quantities of interest are subject to measurement errors,
which can “boost” their true values to be the more extreme
observed values.

Letx; (j=1,2, ..., N) be the unobservable true values of the
variable of interest, and

V=X +te¢ (11

be its observed values, where ¢; is measurement error. It will
be assumed that the e; are zero-mean Gaussian, with variance
o2. B. Efron (2011) provides a simple bias correction based on
the Bayesian posterior distribution of the true values x; of the
random observables y;:

A i
S L U A (12)
MEATO f(y,)dy)y‘

where f(y) is the estimated probability density function (PDF)
of the observed quantities y;, Equation (12) is known as
“Tweedie’s formula.” Note that it is independent of the
underlying distribution of the true values x;.

Since the y; of interest in Equation (12) are extreme values,
clearly it is important to accurately estimate the tails of the
PDF f(y). This is not straightforward, as it is defined by sparser
data than the rest of the PDF. A. Forde et al. (2023) propose a
number of recipes for dealing with this problem.

Parametric bootstrapping is an alternative approach
(N. Simon & R. Simon 2013; A. Forde et al. 2023). In this
case, the selection bias is estimated by simulation. The method
can only be used when the distributions of both the x; and the
measurement errors are fully specified. An approach suitable
for correcting y., (the sample maximum) could work as
follows:

1. Generate xi, x», X3, ...,xy from the (assumed known)
distribution of x.

2. Using the results from step 1, and the known error dis-
tribution, simulate the observations
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Figure 1. The results of 2000 simulations of datasets consisting of N = 1000 error-contaminated Gaussian variates, y = x + e (e being the error). The horizontal axis
shows the maximum observed values y,, the vertical axis the excess of y(, over the corresponding error-free value x. The line is a least-squares fit to the data.

yy=x+¢, j=12..N. (13)

3. Determine

Yovy = Maxy; =y, (14)
J

noting the value (say j) of the index j corresponding to
the maximum
4. The bias is given by

b =y — xj- (15)

. Repeat steps 1-4 many times, saving the pairs (Y, b).
. Fit a smooth curve B to a plot of b against yy):

AN L

b= B[y(N)]- (16)

7. The calibration in step 6 can now be used to correct
observed y:

X = Yy — B()’(N))- (17)

Figures 1 and 2 show the results of a simulated example. It
was assumed that the true values x are Gaussian with zero
mean and variance 4. Measurement errors are also zero-mean
Gaussian, but with a standard deviation which increases line-
arly with |x|, ej~ N[O, (A + B|x|)*]. This implies that the
percentage error is roughly constant. For the illustration
A =0.01 and B=0.05 were assumed. The sample size was
taken as N = 1000.

The bias calibration (step 6 above) is illustrated in Figure 1.
A linear relationship evidently provides a reasonable descrip-
tion of the dependence of the bias b on the sample maxima
Y. Note that the bias is close to zero for the smallest
observed values of y.,, which seems reasonable. Figure 2
shows the efficacy of applying the bias correction (step 7).

Another form of the winner’s curse problem arises when
selecting extreme values from different samples being

compared. (To make this concrete, imagine selecting the
lowest mean metallicity among a number of star clusters, when
data from several stars in each cluster are available.) In these
cases, sample splitting, conditional inference, or nonpara-
metric bootstrapping can be used to estimate the winner’s
curse effect (e.g., K. M. Tan et al. 2014; I. Andrews et al.
2024). See also C. Fuentes et al. (2018), and references therein.

It is interesting to consider inference from the fitting of an
extreme value distribution (EVD) alongside the material
above. As the name indicates, these are the distributions of the
extremes (maxima or minima) of samples consisting of inde-
pendent identically distributed quantities. R. A. Fisher &
L. H. C. Tippett (1928) proved the remarkable fact that for
large samples, extreme values follow one of only three basic
forms (Gumbel, Fréchet, or Weibull)—see, e.g., S. Coles
(2001) for an introduction to the theory. The distribution of the
sample values determines the distributional form of its extreme
values—for example, the largest values from exponential
distributions follow a Gumbel distribution. EVDs are typically
used to test whether maxima/minima are more extreme than
expected, i.e., whether extrema are anomalous.

Applications have slowly been creeping into the astronomy
literature: these include the absolute magnitudes of the
brightest members of groups of galaxies (S. P. Bhavsar &
J. D. Barrow 1985); peak fluxes of solar proton events
(M. A. Xapsos et al. 1998; A. Ruzmaiken et al. 2011); extreme
masses of galaxy clusters (S. Chongchitnan & J. Silk 2012);
the mass function of primordial black holes (F. Kiihnel &
D. J. Schwarz 2021; S. Chongchitnan et al. 2021); the maxima
of periodogram ordinates (Y. Gondhalekar et al. 2023, and
several references therein); and various properties of gamma-
ray bursts (S. Covino 2025).

Remarks about the underlying assumptions are in order.
First, in some of the studies referred to, it is doubtful that the
sample members are all identically distributed. This follows
because the scales of measurement errors may be variable
(e.g., larger for fainter objects). Second, EVDs can be pro-
foundly affected by dependence between sample elements—
see C. Koen (2015) for an example and S. N. Majumdar et al.
(2020) for a review. Third, it should be borne in mind that the
convergence to one of the three EVDs above is asymptotic,
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Figure 2. Top panel: distribution of the bias in Figure 1. Bottom panel: distribution after correcting the observed maximum values. Note that the bottom distribution
is centered close to zero (mean 0.02) while the distribution at the top is shifted to positive values (mean 0.16). See Section 4 for details.

i.e., applies to maxima/minima of large samples. There is
scant information about its applicability to small samples.

5. Inference after Model Selection

The heading of this section refers to the common practice of
studying the data, and perhaps doing some exploratory cal-
culations, before fitting a final model and then performing
inference on its parameters. It is not surprising that this leads,
for example, to underestimation of the widths of the con-
fidence intervals on model parameters: since the model is not
prespecified, it is itself a random variable. The true distribu-
tions of parameters estimated after model selection are typi-
cally not Gaussian, but are mixtures which depend on the
unknown true model parameters (see the short summary in
D. Zhang et al. 2022).

The broader setting is one of “model uncertainty.” In the
Bayesian context, this may, in principle, be less of a problem
as the analyst can resort to some sort of model averaging. In
practice, this may not be feasible, as it requires that priors be
set not only on all model parameters, but also on the models
themselves.

A recent review of the topic of inference after model
selection can be found in A. K. Kuchibhotla et al. (2022). As
the authors point out, the challenge is to develop methods for
valid inference after the process of choosing a “best” model.
Three approaches have been explored in the literature, and
these are now summarized.

5.1. Simultaneous Inference

A seminal reference is R. Berk et al. (2013); see also
F. Bachoc et al. (2020). In this case, inference is valid
regardless of which model is selected from a group of candi-
dates, prespecified before the analysis commences. Parameter
confidence intervals have the same form as in the classical
case, but are wider. In particular, the confidence intervals are
chosen such that they would be appropriate even if the worst-
fitting of the prespecified models had been selected. This is
accomplished by comparing simultaneous confidence intervals
for all parameters, over all candidate models (e.g., H. P. Leeb
et al. 2015).

As may be expected, the confidence intervals are con-
servative. A bootstrap recipe for the calculation of parameter
confidence intervals can be found in A. K. Kuchibhotla et al.

(2022).

5.2. Conditioning on the Model Selection

If the selection of a particular model can be represented in
terms of inequalities, then, in some settings, conditioning on
the selection event can allow the distribution of the estimated
parameter to be derived (e.g., J. D. Lee et al. 2016).
J. Markovic et al. (2019) propose perturbing the data (by
adding random noise) in order to deduce model selection
probabilities, which are then used to apply conditional cor-
rections to confidence intervals. The approach has primarily
been used for inference after the selection of independent
variables (from a pool of candidates) in multiple regression
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(e.g., R. J. Tibshirani et al. 2016, 2018), although see
M. Yamada et al. (2018) for an extension to feature selection.
The approach may not be generally applicable.

5.3. Sample Splitting

In its simplest form, this consists of splitting the data into
two parts. One of these is used to select the model, after which
the same model is fitted to the second dataset, and inference is
performed on its parameter values. Since the two datasets are
independent, and the model fitted to the second set is pre-
specified, this produces valid inference.

An obvious disadvantage of the method is that fewer data
are available for both model selection and inference. Further-
more, different data splits could potentially lead to different
model selections. These problems can be ameliorated by
information splitting, rather than data splitting (e.g.,
D. G. Rasines & G. A. Young 2023; A. Neufeld et al. 2024;
J. Leiner et al. 2025). The techniques in these papers are also
referred to as “data thinning” or “data fission.” The idea is to
effect the transformation Y = U(Y) + V(Y), where Y denotes
the original data, and U and V are two new variables that both
carry some of the information about Y. Model selection is then
performed on U, and inference on V.

To make the idea more concrete, consider the following
simple example. Let Y be a vector with independent compo-
nents, each with known variance 2. It is of interest to model
the mean of Y, and to perform inference on the model para-
meters. In order to do this, generate a random Gaussian vector
W with independent zero-mean components with the same
variances o°. Define

U=Y+ aW
V=Y+0bW, (18)

where a and b are constants. It is easy to show that U and V are
Gaussian with the same mean as Y, and that for the choice
b = —1/a they are independent. The data U can then be used to
select a model for the mean of Y, and V can be used for
inference (D. G. Rasines & G. A. Young 2023). This particular
example is easily generalized to the case where the components
of Y are dependent, with a known covariance matrix. The
constant a essentially partitions the relative amounts of
information available for model selection and for inference.

Recent work by T. Zrnic & M. 1. Jordan (2023) straddles the
simultaneous inference and sample splitting approaches. The
stability of the selected model with respect to small random
perturbations added to the data is first determined. The results
are then used to produce widened (with respect to the classical)
confidence intervals for the estimated parameters.

Much of the simultaneous inference and selection con-
ditioning theory is restricted to applications to linear regres-
sion. By contrast, sample splitting is easily applied to
nonlinear models. Of course, the use of sample splitting when
data are dependent may not be straightforward.

6. James—Stein Shrinkage

Consider a situation where the values of a particular attri-
bute of a collection of N stars, say the masses of stars in a
cluster, are of interest. Assume that each observed mass M; is
contaminated by a Gaussian measurement error with variance
03. It seems obvious that the best estimates of the individual
masses are M, but in fact, these are only the best unbiased
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estimates. If small systematic errors are acceptable, then for
N > 2 the overall mean squared error can be improved by the
estimates

M';=M + c(M; — M), (19)

where the “shrinkage factor” ¢ depends on the variances of the
measurement errors. Note that A’ in Equation (19) is a
weighted sum of the overall mean and the deviation of M; from
that mean; the effect is to move, or “shrink,” M; toward M.
Equation (19), known as the James—Stein estimator, is due to
C. Stein (1956) and W. James & C. Stein (1961).

In the simplest case where 0'3 = ¢? for all j,

(N - 30>
> M = My
if o2 > YXM; — M)*/(N — 3), then set ¢ =0 (A. J. Baranchik

1970). In practice, the o; are likely to differ. W. James &
C. Stein (1961) provide the formula

c=1-

(20)

a
c=1— ——, 21
M'>-M @
where a is a constant, > is the covariance matrix of the
JWjaIldM:[Ml—MMz—M MN—IW]’.IftheMj
are uncorrelated, then Equation (21) reduces to
a

-1 _ . 22)
IR I TI7 A VP

An unsatisfactory aspect of Equations (20)—(22) is that the
shrinkage factor c is the same for all j. It seems more rea-
sonable that ¢ — 1 (so that M;" — M;) for very small o;, and
¢ — 0 (so that MJ-’ — M) for poorly determined M; (large o).
B. Efron & C. Morris (1973) present a Bayesian solution to
this problem. Their recipe is as follows:

(i) Let S = (M; — M )? and define the functions

3 1 1

UA) = ——e + =Y ——,
2(A; + o})? 2% (A + o)?
S; — 307 1 S — o2
Vi(A) = P — (23)

204; + 0D 252 (A + o)

(i1) Solve the equations

A = Vi/Ui=0 (24)

forA; i=1,2,--- ,N).
(iii) Calculate

1

df =34+ A+ oY — (25)
2 (Ai + oD)?
for all i.
(iv) The shrinkage factors for the individual M; are
d¥—4 o2

G=|1-4_ 2% | (26)

di A,‘ + g;

The somewhat involved theory behind this procedure can be
found in B. Efron & C. Morris (1973) and B. Efron &
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Figure 3. Top panel: the effect of James—Stein shrinkage on the estimates of the masses of 12 objects in ¢ Orionis. Bottom panel: as for the top panel, but with errors
on the observed masses decreased by 50%. The error bars show the uncertainties on the observed masses, i.e., apply to the horizontal axes, but have been plotted

vertically for better visibility. See Section 6 for details.

C. Morris (1975). Here, we only mention the Bayesian
assumption that M; is normally distributed with variance A;.

Two remarks: first, a number of forms for the shrinkage
factor ¢ have been proposed; see, e.g., the reviews by
K. Hoffman (2000) and C. N. Morris & M. Lysy (2012).
Second, it should be stressed that individual estimates of M;
are not necessarily improved by James—Stein shrinkage (they
may be worsened); it is a device to improve the mean squared
error of the M; as a group.

M. R. Zapatero Osorio et al. (2017) studied 12 objects in
the o Orionis cluster with masses below the deuterium-
burning limit. Estimates of the masses, with accompanying
error estimates, are given in Table 2 of their paper. Appli-
cation of the procedure (i)—(iv) above to these data leads to
the results in the top panel of Figure 3. In this instance,
solutions for the A; [from Equations (23) and (24)] are
negative, and therefore these variances have been set to zero.
As expected from Equation (19), shrinkage is greater for
values far from the mean. For this example, the errors are
large—in the range of 21%-27%—hence the adjustments
toward the overall mean value of 9.6 are also large. The
bottom panel of Figure 3 shows what happens if the errors are
halved.

An interesting avenue for further exploration is whether
shrinkage could be used to improve the estimation of, e.g.,
mass functions.

7. Model Selection under Nonregular Conditions

The statistical likelihood serves as a basis for several model
selection criteria. Define

L£0) = max log [L (8, x)], (27)

where L is the likelihood function, which depends on data x
and a vector of parameters 8 with unknown values. The vector
0 is the “maximum likelihood” estimate of 6.

An example of a likelihood-based model selection criterion
is the LRS,

Aro = 2[L1(8) — Lo(B0)], (28)

which compares null and alternative models. Note that the
model giving rise to L is a special case of that giving rise to
Ly, i.e., model O is “nested” in model 1.

The LRS owes its popularity in large part to the fact that the
statistic A is asymptotically distributed as Xf, where r is the
difference between the numbers of estimated (as opposed to
fixed) values in 6, and 6, respectively (S. S. Wilks 1938).
However, as discussed at length by, e.g., R. Protassov et al.
(2002), Wilks’ theorem requires that the likelihood function L
satisfies a set of regularity conditions. In particular, the null
hypothesis vector 8 should not include points on a boundary
of the parameter space. Typical examples of this regularity
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Figure 4. Top panel: a single bivariate Gaussian PDF with mean [0 0]. Bottom panel: a mixture of equal proportions of two bivariate Gaussian PDFs with respective
means [0 0] and [0 2]. Covariances of all three distributions are given by the two-dimensional identity matrix.

condition violation are Gaussian mixture fractions or random
component variances that are zero in model 0.

Nonetheless, the evaluation that “Thus, the likelihood ratio
test should not be used for such model selection tasks”
(R. Protassov et al. 2002) is perhaps overly stringent. The
problem is not with the test statistic, but with the fact that its
distribution may be difficult to derive if 8, contains a boundary
point (see, e.g., Y. Chen et al. 2018). Fortunately, the dis-
tribution of A is easily simulated in such cases—see, e.g.,
C. Koen & A. Bere (2012). Alternatively, significance levels
could be obtained by nonparametric bootstrapping (e.g.,
G. Cavaliere et al. 2017, 2022).

The AIC (H. Akaike 1974) and BIC (G. E. Schwarz 1978;
J. E. Cavanaugh & A. A. Neath 1999),

AIC = —2£(0) + 2K,
BIC = —2£(8) + K log N, (29)

are two other commonly used likelihood-based model selec-
tion tools. In Equation (10), K is the number of estimated
model parameters. The model with the smallest information
criterion is deemed the best. A very useful feature of the
information criteria is that they can be used to compare non-
nested models.

What is not generally appreciated is the fact that the no-
boundary regularity condition also applies to the AIC and BIC
(e.g., M. Miloslavsky & M. J. van der Laan 2003; G. Celeux

et al. 2019; E. Susko & A. J. Roger 2020; J. D. Mitchell et al.
2022). For the AIC, the measure for the comparison of the two
models is

A(AIC) = AIC;, — AIC,

=2[Lo(B0) — L1(O))] + 2(Ki — Ko)
= — Ao + 2(Ki — Ko), (30)

which only differs from the LRS by the addition of a constant,
and a change of sign of the statistic A. Similarly,

ABIC) = Ay + (Ki — Ko)log N. €19

It is therefore not very surprising that the aberrant behavior of
the LRS, caused by parameters on the boundaries of their
allowable spaces, should carry over to the likelihood-based
information criteria.

The material above can be illustrated by a simple simulation
experiment. Consider a mixture of two D-dimensional Gaus-
sian distributions,

Qo) =0 =)op(y; py, X)) + cop(y; py, 32), (32)

with means p; and covariance matrices X; (j = 1, 2). The null
hypothesis is that the mixture proportion ¢ =0, i.e., a value on
the boundary of the parameter space. For the simulations,
assume D =2, both covariance matrices equal the two-
dimensional identity matrix, p; =[0 0], and p,=1[0 a].
Sample sizes are taken as equal at N = 1000.
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for details.

10,000 datasets were drawn from the PDF plotted in the top
panel of Figure 4; in this density, a =0 (i.e., effectively also
¢ = 0). For each of the simulations, A(AIC) and A(BIC) were
calculated from Equations (30) and (31); the results are plotted
in Figure 5. Mindful of the two equations, the shapes of the
histograms are the same. Noteworthy is that the BIC of the null
model is always smaller than that of the alternative with ¢ = 0,
1.e., it identifies the correct model without fail. The AIC, on the
other hand, incorrectly selects the more complicated model
about 12% of the time.

The results in the bottom panel of Figure 5 can be used to
calibrate the LRS: the 95th and 99th percentiles of A are 15.33
and 20.40, meaning that values of A larger than these values
constitute evidence against the null model at respectively the
5% and 1% levels. The number of fitted parameters is Ko =15
and K; = 11, so that the conventional distribution of the LRS
would have been Xé’ with 95% and 99% points being 12.59
and 16.81, considerably different from those of the non-
standard distribution in Figure 5.

Figure 6 was produced in the same way as Figure 5, but with
a=2, i.e., one mixture component shifted two standard
deviation units (see the bottom panel of Figure 4). The power
of the LRS statistic (probability of rejecting the null) is 0.995
and 0.988 when testing at the 5% and 1% levels, respectively.
The performance of the BIC is clearly dismal. Although the
AIC selects the correct model more than 99% of the time, the

results in Figure 5 imply that the rate of spurious rejections of
the null is unacceptably high.

The message is that in this context of mixture distributions,
model selection is best performed by obtaining percentage
points of A by simulation. Of course, the AIC and BIC could
be calibrated in the same way, but given Equations (30) and
(31), this seems pointless.

As a second example, consider testing a set of standardized
photometric measurements of a star for the presence of red-
dening. In order to produce realistic simulated apparent mag-
nitudes, we assume values of the physical parameters T,
log g, My, and parallax 7. Bolometric corrections BC ) (which
depend on T.¢ and logg) for a selection of 19 filters from
various large surveys, spanning A\ 4450—46000 A, were then
applied to calculate

my = Mbol -5 - 510g107r — BC)\ + Avf;\ + é). (33)

In Equation (33) the function fy =A,/Ay, where A, is the
absorption at wavelength J, is taken from S. Wang & X. Chen
(2019). Measurement errors e, were assumed Gaussian with
zero mean and standard deviation o.

The null hypothesis is that Ay =0, the alternative that
Ay > 0. Estimation is performed by minimization of

So =Y [Mpoy — (my + 5 + 5log,ym + BG)F (34)
)
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Figure 6. As for Figure 5, but with the underlying data consisting of a mixture of two distinct bivariate components (see the bottom panel of Figure 4).

under the null, and

St = [Mpot — (my + 5 + Slog;ym + BG, — Ay f)F (35)
A
under the alternative hypothesis. It is assumed that the parallax
is known, but that the other physical parameters are unknown:
this gives Ko =3 and K; =4.
It is not too difficult to show that the LRS resulting from
Equations (34) and (35) reduces to

Ajg = N(log o3 — logo?), (36)

where 03 (0}) is the mean squared residual under the null
(alternative) hypothesis. Upper percentage points of Ao under
the null hypothesis are given in Table 1, for two values of the
measurement error standard deviation. (For completeness, it is
noted that the assumed model parameters were T.p = 8000,
logg = 4.13 , and My, = 1.87).

It is noteworthy that for a given value of the test level « in
Table 2, the percentage points depend on the level of mea-
surement noise. The entries in the Table can be compared to
the standard X12 values of 3.84 (a=0.05) and 6.64 (o =0.01).
If information criteria were used, then it follows from
Equations (11) and (12) that the null hypothesis would be
rejected if

A]() >2 (AIC)

Ajo > log 19 = 2.94 (BIC). (37)

The effective test levels of using these criteria are given in the
second part of Table 1. Although the results are remarkably

10

Table 2
Upper Tail Percentage Points (Top) of the Likelihood Ratio Statistic for
Testing for Significant Reddening in Photometric Measurements and (Bottom)
the Effective Test Significance Levels if Information Criteria Are Used to
Choose between Models with or without Reddening

o a = 0.05 a = 0.01
0.03 3.67 7.43
0.06 442 8.50
Effective Significance Levels®
AIC BIC
0.03 0.11 0.07
0.06 0.13 0.08

Note. Measurement error standard deviation is o, and « is the significance
level.
4 See Section 7 for details.

resistant against changes in o, the procedures are clearly too
liberal with significance levels a>0.1 for the AIC and
o > 0.07 for the BIC.

8. Additional Issues

There are a number of better-known topics not covered
above. We briefly mention four of the most prevalent.

(1) Perhaps the most common poor statistical practice is the
failure to verify model assumptions. This has become
particularly obvious with the availability of software
packages that perform model fitting. One example is
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Figure 7. Histogram of a sample of size 1000 from a mixture of two Gaussian distributions, centered respectively on zero and —3.5.

Gaussian process regression, which relies on the speci-
fication of kernel functions. In other words, models are
predicated on assumed covariance structures in the data,
which are rarely verified.

For this specific example, there is the additional
requirement that the data be normally distributed—see
the next two points.

(2) Distributional assumptions are not always verified, or

tests with low power are used. Figure 7 is a histogram of
a sample from a mixture of two Gaussians, as in
Equation (32), with D= 1. For this example p; =0,
Yi=1, pup=-35, ¥,=0.25 and ¢=0.03. The
extended negative tail due to the presence of the second
distribution is clearly visible, but the standard Kolmo-
gorov—Smirnov statistic is not significant (p =0.16). By
contrast, for the Anderson—Darling test p < 0.0005. The
problem with the Kolmogorov—Smirnov statistic is that it
is notoriously insensitive to differences in the tails of
distributions (e.g., M. Goldman & D. M. Kaplan 2018).
For an astronomical example, see A. Hou et al. (2009).

(3) The Pearson chi-squared statistic

X2 - 2’: (Oj; E)) (38)
j=1 ‘j

is often used as a goodness-of-fit test for a posited con-
tinuous PDF f(x;0), where 0 is a vector of parameters
characterizing f (e.g., the mean and variance). In this
context, the domain of the PDF is subdivided into r bins
(xx_1, xr). The number of observed sample values in

Koen
L L
2 4
y
interval j is denoted by O;, while
Ej:ij fx: 0) dx (39)
X

(N being the total sample size) is the expected number of

data in the interval. The statistic may have low power
unless care is taken with the selection of the bin sizes
(e.g., W. Rolke & C. Gutierrez Gongora 2021).

A crucial point which is often overlooked is that the
manner of estimation of 6 determines the distribution of
X% In particular, if the PDF f is fully specified (i.e.,
known 6), then X2 ~ X2 If 0 is estimated from the
binned data O;, then X2 ~ , where s is the number
of parameters in 6 (e.g., V Vomov et al. 2013).

In practice, if unbinned data are available, then clearly
estimation of @ from such observations will be more effi-
cient. However, in this case, X2 is no longer X2 distributed
(H. Chernoff & E. L. Lehmann 1954). Theoretical forms
for its distribution are available, but significance levels are
probably most easily found by simulation.

(4) R. Andrae et al. (2010) have pointed out a number of

problems associated with the use of the reduced x* sta-
tistic to evaluate model fits. The statistic is defined as

Xred =SS/K = Z(rj/aj)2 (40)
j

where the 7; are model residuals, assumed to be inde-
pendent zero-mean Gaussian with standard deviations o;.
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The factor K is the degrees of freedom associated with
the residuals. An additional difficulty with y2  is often

red
overlooked. If various assumptions (see, e.g., R. Andrae

et al. 2010) are satisfied, then SS in Equation (18) is
distributed as X%, meaning that it has mean K and var-
iance 2K. The implication is that the expected value of

X?ed is 1, and its variance 2/K. This clearly means

that the notion “Xfe 4 Close to unity” depends on the
sample size. For example, if K=20, the standard
deviation of x2, is 0.32, and x>, ~ 1 might require
0.68 < X2, < 1.32. On the other hand, if K= 20,000,

the equivalent requirement is 0.99 < x>, < 1.01. The

red
reader is also referred to Section 3 above.
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